
Genetic Algorithms  
Presented by: 
Faramarz Safi (Ph.D.) 
Faculty of Computer Engineering 
Islamic Azad University, Najafabad Branch 

Chapter 3 

1 



A.E. Eiben and J.E. Smith, Introduction to Evolutionary Computing 
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GA Quick Overview 

 Developed: USA in the 1970’s 

 Early names: J. Holland, K. DeJong, D. Goldberg 

 Typically applied to: 
–  discrete optimization 

 Attributed features: 
– not too fast 

– good heuristic for combinatorial problems 

 Special Features: 
– Traditionally emphasizes combining information from good 

parents (crossover) 

– many variants, e.g., reproduction models, operators 
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Genetic algorithms 

 Holland’s original GA is now known as the 

simple genetic algorithm (SGA) 

 Other GAs use different: 

– Representations 

– Mutations 

– Crossovers 

– Selection mechanisms 
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Genetic Algorithms 

 
 
 
 
SGA technical summary tableau 

Representation Binary strings 

Recombination N-point or uniform 

Mutation Bitwise bit-flipping with fixed 

probability 

Parent selection Fitness-Proportionate 

Survivor selection All children replace parents 

Speciality Emphasis on crossover 
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SGA reproduction cycle 

1. Select parents for the mating pool  

 (size of mating pool = population size) 

2. Shuffle the mating pool 

3. For each consecutive pair apply crossover with 

probability pc , otherwise copy parents 

4. For each offspring apply mutation (bit-flip with 

probability pm independently for each bit) 

5. Replace the whole population with the resulting 

offspring 
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SGA operators: 1-point crossover 

 Choose a random point on the two parents 

 Split parents at this crossover point 

 Create children by exchanging tails 

 Pc typically in range (0.6, 0.9) 
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SGA operators: mutation 

 Alter each gene independently with a probability pm  

 pm is called the mutation rate 
– Typically between 1/pop_size and 1/ chromosome_length 

8 



A.E. Eiben and J.E. Smith, Introduction to Evolutionary Computing 

Genetic Algorithms 

 Main idea: better individuals get higher chance 

– Chances proportional to fitness 

– Implementation: roulette wheel technique 

 Assign to each individual a part of the 
roulette wheel 

  Spin the wheel n times to select n 
individuals 

SGA operators: Selection 

fitness(A) = 3 

fitness(B) = 1 

fitness(C) = 2 

A C 

1/6 = 17% 

3/6 = 50% 

B 

2/6 = 33% 
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An example after Goldberg ‘89 (1) 

 Simple problem: max x2 over {0,1,…,31} 

 GA approach: 

– Representation: binary code, e.g. 01101  13 

– Population size: 4 

– 1-point xover, bitwise mutation  

– Roulette wheel selection 

– Random initialisation 

 We show one generational cycle done by hand  
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Example: maximising the values of x2 for x in the 
range 0-31 
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x2 example: selection 
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Example: maximising the values of x2 for x in the 
range 0-31 
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Example: maximising the values of x2 for x in the 
range 0-31 

The selected individuals are paired at random, and for each pair a 
random point along the string is chosen.  

Table 3.3 shows the results of crossover on the given mating pool for 
crossover points after the fourth and second genes, respectively, 
together with the corresponding fitness values.  

In the SGA mutation works by generating a random number (from a   

distribution uniform over the range [0,1]) in each bit position, and 
comparing it to a fixed low (e.g. 0.001 [98]) value, usually called the 
mutation rate.  

If the random number is below that rate, the value of the gene in the 
corresponding position is flipped. In our example, we have 4 * 5 =20 
genes, and Table 3.4 shows the outcome of mutation when the first 
and eighteenth values in our sequence of random numbers are below 
the bitwise mutation probability. 
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X2 example: crossover 
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X2 example: mutation 
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Example: maximizing the values of x2 for x in the 
range 0-31 

  

In this case, the mutations shown happen to have 
caused positive changes in fitness, but we should 
emphasize that in later generations, as the number of 
“ones” in the population rises, mutation will be on 
average (but not always) deleterious.  

Although manually engineered, this example shows a 
typical progress: the average fitness grows from 293 
to 588.5, and the best fitness in the population from 
576 to 729 after crossover and mutation.  
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The simple GA 

 Has been subject of many (early) studies 

– still often used as benchmark for novel GAs 

 Shows many shortcomings, e.g. 

– Representation is too restrictive 

– Mutation & crossovers only applicable for bit-string & 

integer representations 

– Selection mechanism sensitive for converging 

populations with close fitness values 

– Generational population model (step 5 in SGA repr. 

cycle) can be improved with explicit survivor selection 
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Alternative Crossover Operators 

 Performance with 1-Point Crossover depends on the 

order that variables occur in the representation 

– more likely to keep together genes that are near 

each other 

– Can never keep together genes from opposite ends 

of string 

– This is known as Positional Bias 

– Can be exploited if we know about the structure of 

our problem, but this is not usually the case 
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n-point crossover 

 Choose n random crossover points 

 Split along those points 

 Glue parts, alternating between parents 

 Generalisation of 1 point (still some positional bias) 
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Uniform crossover 

 Assign 'heads' to one parent, 'tails' to the other 

 Flip a coin for each gene of the first child 

 Make an inverse copy of the gene for the second child 

 Inheritance is independent of position 
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Crossover OR mutation? 

 Decade long debate: which one is better / necessary / 

main-background  

 

 Answer (at least, rather wide agreement): 

– it depends on the problem, but 

– in general, it is good to have both 

– both have another role 

– mutation-only-EA is possible, xover-only-EA would not work 
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Exploration: Discovering promising areas in the search space, 

i.e. gaining information on the problem 

Exploitation: Optimising within a promising area, i.e. using 

information 

There is co-operation AND competition between them 

 Crossover is explorative, it makes a big jump to an area 

somewhere “in between” two (parent) areas 

 Mutation is explorative, it creates random small diversions, 

thereby staying near (in the area of ) the parent 

 Mutation is exploitative, it makes a big jump to an area 

somewhere “in between” two (parent) areas 

 

Crossover OR mutation? (cont’d) 
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 Only crossover can combine information from two 

parents 

 Only mutation can introduce new information (alleles) 

 Crossover does not change the allele frequencies of 

the population 

 To hit the optimum you often need a ‘lucky’ mutation 

Crossover OR mutation? (cont’d) 
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Representation of Individuals 

The first stage of building any evolutionary algorithm is to decide on a genetic 

representation of a candidate solution to the problem.  

This involves defining the genotype and the mapping from genotype to phenotype.  

 

In the following sections, we look more closely at some commonly used 

representations and the genetic operators that might be applied to them.  

 

It is important to stress, however, that while the representations described here are 

commonly used, they might not the best representations for your application. 

 

Equally, although we present the representations and their associate operators 

separately, it frequently turns out in practice that using mixed representations is a 

more natural and suitable way of describing and manipulating a solution than trying to 

shoehorn different aspects of a problem into a common form. 
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Binary Representations 

 One of the problems of coding numbers in binary is that different bits have 

different significance. This can be helped by using Gray coding, which is a 

variation on the way that integers are mapped on bit strings.  

 The standard method has the disadvantage that the Hamming distance 

between two  consecutive integers is often not equal to one. If the goal is to 

evolve an integer number, you would like to have the chance of changing a 7 

into a 8 equal to that of changing it to a 6. The chance of changing 0111 to 

1000 by independent bit-flips is not the same; however, as that of changing it 

to 0110.  

 Gray coding is a representation that ensures that consecutive integers always 

have Hamming distance one. Further details can be seen in Appendix A.  

 Gray coding of integers (still binary chromosomes) is a mapping that means that 

small changes in the genotype cause small changes in the phenotype (unlike binary coding). 

“Smoother” genotype-phenotype mapping makes life easier for the GA 

 

 Nowadays it is generally accepted that it is better to encode numerical 

variables directly as Integers, and Floating point variables 
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Integer representations 

 Some problems naturally have integer variables, e.g. image processing 
parameters  

 Others take categorical values from a fixed set e.g. {blue, green, yellow, pink} 

 These values might be unrestricted (i.e.. any integer value is permissible), or 
might be restricted to a finite set: for  example, if we are trying to evolve a 
path on a square grid, we might restrict the values to the set {0.1.2,3} 
representing {North. East, South. West}. 

 When designing the encoding and variation operators, it is worth considering 
whether there are any natural relations between the possible values that an 
attribute can take. This might be obvious for ordinal attributes such as 
integers (2 is more like 3 than it is 389), but for cardinal attributes such as 
the compass points above, there may not be a natural ordering. 

 N-point / uniform crossover operators work 

 Extend bit-flipping mutation to make 
– “creep” i.e. more likely to move to similar value 

– Random choice (esp. categorical variables) 

– For ordinal problems, it is hard to know correct range for creep, so often  use two mutation 
operators in tandem  
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Real-Valued or Floating-Point Representation  

 Often the most sensible way to represent a candidate solution to a problem is to 

have a string of real values. This occurs when the values that we want to represent 

as genes come from a continuous rather than a discrete distribution. Of course, on a 

computer the precision of these real values is actually limited by the implementation, 

so we will refer to them as floating-point numbers.  

 Many problems occur as real valued problems, e.g. continuous parameter 

optimization f :  n    illustration. Ackley’s function (often used in EC) 

 The genotype for a solution with k genes is now a vector <x1... . .xk> with Xi  . 
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Permutation Representations 

If there are n variables then the representation is as a list of n values. When choosing 

appropriate variation operators it is also worth bearing in mind that there are actually 

two classes of problems that are represented by permutations.  

In the first of these, the order in which events occur is important. This might happen 

when the events use limited resources or time.  

Example: sort algorithm: important thing is which elements occur before others (order). 

In addition, a typical example of this sort of problem is the "job shop scheduling" 

problem described in Sect. 3.9. As an example, it might be better for widget 1 to be 

produced before widgets 2 and 3, which in turn might be preferably produced before 

widget 4, no matter how far in advance this is done.  

In this case, it might well be that the sequences [1.2.3.4] and [1.3.2.4] have similar 

fitness, and are much better than, for example. [4.3.2.1] .  

An alternative type of order-based problems depends on adjacency, and is typified by 

the travelling sales pen-son problem (TSP). The problem is to find a complete tour of n 

given cities of minimal length.  

The search space for this problem is very big: there are (n-1)! different routes that are 

possible for n given cities (for the asymmetric cases, counting back and forth as two 

routes).  
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Permutation representation: TSP example 

 Problem: 

• Given n cities 

• Find a complete tour with minimal 
length 

 Encoding: 

• Label the cities 1, 2, … , n 

• One complete tour is one 
permutation (e.g. for n =4 [1,2,3,4], 
[3,4,2,1] are OK) 

• The difference from order-based 
problems can clearly be seen if we 
consider that the starting point of 
the tour is not important, thus 
[1,2.3,4] . [2.3.4.1]. [3.4,1.2]. and 
[4.1.2.3] are all equivalent.  

 Search space is BIG:  

 for 30 cities there are 30!  1032 
possible tours 
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Permutation Representation 

Finally, we should mention that there are two possible ways to 

encode a permutation.  

In the first (most commonly used) of these the ith element of the 

representation denotes the event that happens in that place in the 

sequence (or the ith destination visited).  

In the second, the value of the ith element denotes the position in the 

sequence in which the ith event happens.  

Thus for the four cities [A,B,C,D], and the permutation [3.1.2.4] 

denotes the tour [C,A,B,D].  
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Mutation 

Mutation is the generic name given to those variation 
operators that use only one parent and create one child 
by applying some kind of randomized changes to the 
representation (genotype).  

The form taken depends on the choice of encoding used, 
as does the meaning of the associated parameter, which 
is often referred to as the mutation rate.  

In the descriptions below, we concentrate on the choice 
of operators rather than of parameters. However, the 
parameters can make a significant difference in the 
behavior of the genetic algorithm, and is discussed in 
more depth in Chap. 8.  
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Mutation for Binary Representations  

Although a few other schemes have been occasionally used, the 

most common mutation operator used for binary encodings considers 

each gene separately and allows each bit to flip (i.e., from 1 to 0 or 0 

to 1) with a small probability pm.  

The actual number of values changed is thus not fixed, but depends 

on the sequence of random numbers drawn, so for an encoding of 

length L. on average L•pm values will be changed.  

In Fig. 3.1 this is illustrated for the ease where the third, fourth, and 

eighth random values generated are less than the bitwise mutation 

rate pm.  
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Mutation Operators for Integer Representations  

 Random Resetting  

Here the “bit-flipping” mutation of binary encodings is extended to “random resetting”, so that 
with probability pm a new value is chosen at random from the set of permissible values in 
each position. This is the most suitable operator to use when the genes encode for cardinal 
attributes, since all other gene values are equally likely to be chosen.  

 

 Creep Mutation 

This scheme was designed for ordinal attributes and works by adding a small (positive or 
negative) value to each gene with probability pm. Usually these values are sampled 
randomly for each position, from a distribution that is symmetric about zero, and is more 
likely to generate small changes than large ones.  

It should be noted that creep mutation requires a number of parameters controlling the 
distribution from which the random numbers are drawn, and hence the size of the steps 
that mutation takes in the search space.  

Finding appropriate settings for these parameters may not be easy, and it is sometimes 
common to use more than one mutation operator in tandem from integer- based 
problems.  

For example, in [92] both a "big creep" and a “little creep" operator are used. 
Alternatively, random resetting might be used with low probability, in conjunction with a 
creep operator that tended to make small changes relative to the range of permissible 
values.  
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Mutation Operators for Floating-Point Representations  

General scheme of floating point mutations   

 

 

 

Two types can be distinguished according to the probability distribution from 

which the new gene values are drawn: uniform and non-uniform mutation.  

 

 

 

 

ll xxxx xx   ..., , ...,, 11

 iiii UBLBxx ,, 
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Mutation Operators for Floating-Point Representations  
Uniform mutation 

• Uniform mutation: Analogous to bit-flipping (binary) 

or random resetting (integers). It is normally used 

with a position-wise mutation probability.  

 

 
 iii UBLBx , from (uniform)randomly drawn   

Complementary mutation operator 
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Mutation Operators for Floating-Point Representations  
Non-uniform Mutation with a Fixed Distribution  

 Many methods proposed, such as time-varying range of change etc. 

 Most schemes are probabilistic, but usually only make a small change to value. 

 Perhaps the most common form of non-uniform mutation used with floating-point 

representations takes a form analogous to the creep mutation for integers.  

 It is designed so that usually, but not always, the amount of change introduced is 

small. This is achieved by adding to the current gene value an amount drawn 

randomly from a N(0, ) Gaussian distribution with mean zero and user-

specified standard deviation, and then curtailing the resulting value to the 

range [Li, Ui], if necessary.  

 The Gaussian (or normal) distribution has the property that approximately two 

thirds of the samples drawn lie within one standard deviation. Standard deviation 

 controls amount of change (2/3 of deviations will lie in range  

(-  to + ). This means that most of the changes made will be small, but there is 

nonzero probability of generating very large changes since the tail of the 

distribution newer reaches zero.  

 An alternative to the Gaussian distribution is the use of a Cauchy distribution, 

which has a "fatter" tail. That is, the probabilities of generating larger values are 

slightly higher than for a Gaussian with the same standard deviation [434]. 
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Mutation operators for permutations 

 Normal mutation operators lead to inadmissible 

solutions 

– e.g. bit-wise mutation : let gene i  has value j 

– changing to some other value k  would mean that k occurred 

twice and j no longer occurred  

 Therefore must change at least two values 
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Mutation operators for permutations 

For permutation representations, it is no longer possible 

to consider each gene independently, rather finding legal 

mutations is a matter of moving alleles around in the 

genome.  

The three most common forms of mutation used for 

order-based problems were first described in [390], 

Whereas the first three operators below (in particular 

insertion mutation) work by making small changes to the 

order in which allele values occur, for adjacency-based 

problems these can cause huge numbers of links to be 

broken, and so inversion is more commonly used.  
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Swap mutation for permutations 

 Pick two alleles at random and swap their 

positions 

 Preserves most of adjacency information (4 

links broken), disrupts order more 
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Insert Mutation for permutations 

 Pick two allele values at random 

 Move the second to follow the first,  shifting the 

rest along to accommodate 

 Note that this preserves most of the order and 

the adjacency information 
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Scramble mutation for permutations 

 Pick a subset of genes at random 

 Randomly rearrange the alleles in those 

positions 

 

 

 

(note subset does not have to be contiguous) 
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Inversion mutation for permutations 

 Pick two alleles at random and then invert the 

substring between them. 

 Preserves most adjacency information (only 

breaks two links) but disruptive of order 

information 
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Recombination  

Recombination, the process whereby a new individual solution is 

created from the information contained within two (or more) parent 

solutions, is  considered by many to be one of the most important 

features in genetic algorithms.  

Much research activity has focused on it as the primary mechanism 

for creating diversity, with mutation considered as a background 

search operator.  

Regardless of the merits (or otherwise) of this viewpoint, it is certainly 

one of the features that most distinguishes GAs and other EAs using 

recombination from other global optimization algorithms. 
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Recombination 

Although the term recombination has come to be used for the more general case, 
early authors used the term crossover (also from a biological analogy to meiosis. 
Sect. 1.4.2), and we will occasionally use the terms  interchangeably, although 
crossover tends to refer to the most common two-parent case.  

Recombination operators are usually applied probabilistically according to a 
crossover rate pc, which is typically in the range [0.5, 1.0].  

Usually two parents are selected and then a random variable is drawn from [0.1) 
and compared to pc.  

If the value is lower, two offspring are created via recombination of the two 
parents; otherwise, they are created without cross over (asexually), i.e. by 
copying the parents.  

The net effect is that in general the resulting set of offspring consists of some 
copies of the parents, and other individuals that represent previously unseen 
solutions.  

Thus, in contrast to the mutation probability pm, which controls how parts of the 
chromosome are perturbed independently, the crossover probability determines 
the chance that a chosen pair of parents undergoes this operator.  
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Recombination Operators for Binary Representations 

Three standard forms of recombination are generally used for binary 

representations. They all start from two parents and create two children, 

although all of these have been extended to the more general case where a 

number of parents may be used [133], and there are also situations in which 

only one of the offspring might be considered (Sect. 3.6). 

One-Point Crossover 

It was the original recombination operator proposed in [204] and examined in 

[98]. It works by choosing a random number in the range [0, l - 1] (with l the 

length of the encoding), and then splitting both parents at this point and 

creating the two children by exchanging the tails (Fig. 3.6). 
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Recombination Operators for Binary Representations 

 N-point Crossover 

One-point crossover can easily be generalized to N-point 

crossover, where the representation is broken into more 

than two segments of contiguous genes, and then the 

offspring are created by taking alternative segments from 

the two parents. In practice this means choosing n 

random crossover points in [0.1 - 1], which is illustrated in 

Fig. 3.7 for n = 2. 
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Recombination Operators for Binary Representations 

 Uniform Crossover 

The previous two operators worked by dividing the parents into a number of sections 

of contiguous genes and reassembling them to produce offspring.  

In contrast to this, uniform crossover [389] works by treating each gene independently 

and making a random choice as to which parent it should be inherited from.  

This is implemented by generating a string of L random variables from a uniform 

distribution over [0,1]. In each position, if the value is below a parameter p (usually 

0.5), the gene is inherited from the first parent; otherwise, from the second. The 

second offspring is created using the inverse mapping. This is illustrated in Fig. 3.8. 
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Positional bias vs. Distributional bias 

 From Figs. 3.6 and 3.7 it should be immediately apparent that whereas in our discussion 
we suggested that in the absence of prior information, recombination worked by 
randomly mixing parts of the parents,  

 n-point crossover has an inherent bias in that it tends to keep together genes that are 
located close to each other in the representation. Furthermore, when n is odd (e.g., one-
point crossover), there is a strong bias against keeping together  combinations of genes 
that are located at opposite ends of the representation. These effects are known as 
positional bias and have been extensively studied from both a theoretical and 
experimental perspective [138, 378] (see Sect. 11.2.3 for more details).  

 In contrast, uniform crossover does not exhibit any positional bias, but does have a 
strong tendency towards transmitting 50% of the genes from each parent and  against 
transmitting an offspring a large number of co-adapted genes from one parent. This is 
known as distributional bias.  

 The general nature of these algorithms (and the No Free Lunch theorem [430], Sect. 
11.8) make it impossible to state that one or the other of these operators performs best 
on any given problem. However, an understanding of the types of bias exhibited by 
different recombination operators can be invaluable when designing an algorithm for a 
particular problem, particularly if there are known patterns or dependencies in the 
chosen representation that can be exploited.  
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Recombination Operators for Integer Representations  

For representations where each gene has a higher 

number of possible allele values (such as integers). 

It is normal to use the same set of operators as for binary 

representations. This is because usually it does not make 

any sense to consider "blending" allele values of this sort.  

For example, even if genes represent integer values, 

averaging an even and an odd integer yields a non-

integral result.  

 

50 



A.E. Eiben and J.E. Smith, Introduction to Evolutionary Computing 

Genetic Algorithms 

Recombination Operators for Floating-Point Representations  

We have two options for recombining two floating-point strings:  

 

• Using an analogous operator to those used for bit-strings, but now split between 

floats. In other words, an allele is one floating-point value instead of one bit.  

This has the disadvantage (common to all of the recombination operators described 

above) that only mutation can insert new values into the population, since 

recombination only gives us new combinations of existing floats. Recombination 

operators of this type for floating-point representations are known as discrete 

recombination and have the property that if we are creating an offspring z from 

parents x and y, then the allele value for gene i is given by zi = xi or yi with equal 

likelihood.  

• Using an operator that, in each gene position, creates a new allele value in the 

offspring that lies between those of the parents. Using the terminology above, we have  

zi =  xi + (1 - ) yi for some  in [0,1]. Operators of this type are known as 

intermediate or arithmetic recombination.  
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Recombination Operators for Floating-Point Representations  

 Discrete: 
– each allele value in offspring z comes from one of its 

parents (x,y) with equal probability: zi  = xi or yi 

–  Could use n-point or uniform 

 Intermediate 
– exploits idea of creating children “between” parents 

(hence a.k.a. arithmetic recombination) 

– zi =  xi  + (1 - ) yi    where  : 0     1. 

–  The parameter  can be: 
• constant: uniform arithmetical crossover 
• variable (e.g. depend on the age of the population)  
• picked at random every time 
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Arithmetic Crossover 

Three types of arithmetic recombination are described in [271]. In all 

of these, the choice of the parameter  is sometimes made at random 

over [0-1], but in practice it is common to use a constant value, often 

0.5 (in which case we have uniform arithmetic recombination).  

 Simple Recombination  

 Single Arithmetic Recombination  

 Whole Arithmetic Recombination  
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Simple Recombination  

Parents: x1,…,xn  and y1,…,yn. Pick random gene (k) after this point mix 

values that means 1) First pick a recombination point k. 2) Then, for child 1, 

take the first k floats of parent 1 and put them into the child. The rest is the 

arithmetic average of parent 1 and 2:  
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Single arithmetic crossover 

Pick a random allele k. At that position, take the arithmetic average of the  

two parents. The other points are the points from the parents, i.e.:  

 

The second child is created in the same way with x and y reversed (Fig. 3.10).  
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This is the most commonly used operator and works by taking the 

weighted sum of the two parental alleles for each gene, i.e.:  

 

 

This is illustrated in Fig. 3.11. As the example shows, if n = 1/2 the 

two offspring will be identical for this operator.  

Whole arithmetic crossover 
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 At first sight, permutation-based representations 
present particular difficulties for the design of 
recombination operators, since it is not generally 
possible simply to exchange substrings between 
parents and still maintain the  permutation property. 

 A number of specialized recombination operators have 
been designed for permutations, which aim at 
transmitting as much as possible of the information 
contained in the parents, especially that held in 
common.  

 We shall concentrate here on describing the best 
known and most commonly used operators for each 
subclass of permutation problems.  

 

Crossover operators for permutations 
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 “Normal” crossover operators will often lead to 

inadmissible solutions 

 

 

 

 

 

 Many specialised operators have been devised 

which focus on  combining order or adjacency 

information from the two parents 

Crossover operators for permutations 

1 2 3 4 5 

5 4 3 2 1 

1 2 3 2 1 

5 4 3 4 5 
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Partially mapped crossover (PMX) was first proposed by Goldberg and 

Lingle as a recombination operator for the TSP in [175], and has 

become one of the most widely used operators for adjacency-type 

problems. During the years many slight variations of the definition of 

PMX occurred in the literature; here we use that of Whitley from [415] 

that works as follows: 

Partially Mapped Crossover (PMX) 
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1. Choose two crossover points at random, and copy the segment 

between them from the first parent (P1) into the first offspring.  

2. Starting from the first crossover point look for elements in that 

segment of the second parent (P2) that have not been copied.  

3. For each of these (say i), look in the offspring to see what element 

(say j) has been copied in its place from P1.  

4. Place i into the position occupied j in P2, since we know that we will 

not be putting j there (as we already have it in our string).  

5. If the place occupied by j in P2 has already been filled in the 

offspring by an element k, put i in the position occupied by k in P2.  

6. Having dealt with the elements from the crossover segment, the rest 

of the offspring can be filled from P2, and the second child is 

created analogously with the parental roles reversed.  

Partially Mapped Crossover (PMX) 
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PMX  example 

 Step 1 

 

 

 

 Step 2 

 

 

 

 

 Step 3 
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Edge Recombination 

Edge crossover is based on the idea that an offspring should be created as far as 
possible using only edges that are present in one or more parent. It has undergone a 
number of revisions over the years. Here we describe the most commonly used 
version: edge-3 crossover after Whitley [415], which is designed to ensure that 
common edges are preserved.  

In order to achieve this, an edge table (also known as adjacency lists) is constructed, 
which for each element, lists the other elements that are linked to it in the two parents. 
A "+" in the table indicates that the edge is present in both parents. The operator works 
as follows:  

1. Construct edge table  

2. Pick an initial element at random and put it in the offspring  

3. Set the variable current_element = entry  

4. Remove all references to current_clement from the table  

5. Examine list for current_element  

 • If there is a common edge, pick that to be next element  

 • Otherwise pick the entry in the list which itself has the shortest list  

 • Ties are split at random  

6. In the case of reaching an empty list, the other end of the offspring is examined for 
extension; otherwise a new element is chosen at random  

 62 



A.E. Eiben and J.E. Smith, Introduction to Evolutionary Computing 

Genetic Algorithms 

Edge Recombination example 

 Works by constructing a table listing which 

edges are present in the two parents, if an 

edge is common to both, mark with a “+” 

 Example:  

Parent1: [1 2 3 4 5 6 7 8 9] 

Parent2: [9 3 7 8 2 6 5 1 4] 
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Order crossover 

The order crossover operator [92] was designed by Davis for order-

based permutation problems. It begins in a similar fashion to PMX. by 

copying a randomly chosen segment of the first parent into the 

offspring.  

However, it proceeds differently because the intention is to transmit 

information about relative order from the second parent.  

1. Choose two crossover points at random, and copy the segment 

between them from the first parent (P1) into the first offspring.  

2. Starting from the second crossover point in the second parent, 

copy the remaining unused numbers into the first child in the order 

that they appear in the second parent, wrapping around at the end of 

the list.  

3. Create the second offspring in an analogous manner, with the 

parent roles reversed.  
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Order crossover example 

 Copy randomly selected set from first parent 

 

 

 

 

 Copy rest from second parent in order 1,9,3,8,2 
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Cycle crossover 

 The final operator that we will consider in this section is cycle 

crossover [295], which is concerned with preserving as much 

information as possible about the absolute position in which 

elements occur. The operator works by dividing the elements 

into cycles.  

 A cycle is a subset of elements that has the property that 

each element always occurs paired with another element of 

the same cycle when the two parents are aligned.  

 Having divided the permutation into cycles, the offspring are 

created by selecting alternate cycles from each parent.  
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Cycle crossover 

Basic idea:  

Each allele comes from one parent together with its position. 

Informal procedure: 

1. Make a cycle of alleles from P1 in the following way.  

(a) Start with the first unused position and allele of PI .  

(b) Look at the allele at the same position in P2. 

(c) Go to the position with the same allele in P1.  

(d) Add this allele to the cycle. 

(e) Repeat step b through d until you arrive at the first allele of P1. 

2. Put the alleles of the cycle in the first child on the positions they have 

in the first parent. 

3. Take next cycle from second parent 
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Cycle crossover example 

 Step 1: identify cycles 

 

 

 

 

 Step 2: copy alternate cycles into offspring 
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Multiparent recombination 

 Looking at variation operators from the perspective of 
their arity a makes it a straightforward idea to go 
beyond the usual a = 1 (mutation) and a = 2 
(crossover).  

 The resulting multi-parent recombination operators for 
a = 3, 4,... are simple to define and implement.  

 This provides the opportunity to experiment with 
evolutionary processes using reproduction schemes 
that do not exist in biology.  

 From the technical point of view this offers a tool for 
amplifying the effects of recombination. Although such 
operators are not widely used in EC, there are many 
examples that have been proposed during the 
development of the field, even as early as 1966 [64], 
see [113] for an overview.  
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Multiparent recombination 

 These operators can be categorised by the basic 
mechanism used for combining the information of the 
parent individuals. Three main types: 

– Based on allele frequencies, e.g., p-sexual voting generalising 
uniform crossover 

– Based on segmentation and recombination of the parents, e.g., 
diagonal crossover generalising n-point crossover 

– Based on numerical operations on real-valued alleles, e.g.,  
center of mass crossover, generalising arithmetic 
recombination operators 

 

Systematic studies on landscapes with tunable ruggedness [127] and 
a large number of experimental investigations on various problems 
clearly show that using more than two parents is advantageous in 
many cases.  
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Population Models 

 So far in our discussion of genetic algorithms, we have 

focused on the way that potential solutions are 

represented to give a population of diverse individuals. 

Variation (recombination and mutation) operators work 

on those individuals to yield offspring.  

 These offspring will generally inherit some of their 

parents' properties, but also differ slightly from them, 

providing new potential solutions to be evaluated.  

 The second important element of the evolutionary 

process that of the differential survival of individuals to 

compete for resources and take part in reproduction, 

based on their relative fitness.  
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Population Models 

 Two different GA models are discerned in literature: the generational 
model and the steady-state model.  

 The generational model is described in the example in Sect. 3.2. In 
each generation we begin with a population of size , from which a 
mating pool of  parents is selected. Next,  (= ) offspring are 
created from the mating pool by the application of variation operators, 
and evaluated. After each generation, the whole population is 
replaced by its offspring, which is called the "next generation". 

 In the steady-state model, the entire population is not changed at 
once, but rather a part of it. In this case,  (< ) old individuals are 
replaced by a new ones, the offspring. The percentage of the 
population that is replaced is called the generational gap, and is 
equal to  / . Since its introduction in Whitley's GENITOR algorithm 
[423], the steady-state model has been widely studied and applied 
[101. 320, 407], usually with  = 1 and a corresponding generation 
gap of 1/. 

72 



A.E. Eiben and J.E. Smith, Introduction to Evolutionary Computing 

Genetic Algorithms 

Population Models 

 SGA uses a Generational model: 

– each individual survives for exactly one generation 

– the entire set of  parents is replaced by the offspring 

 At the other end of the scale are Steady-State 

models: 

–  one offspring is generated per generation, 

–  one member of population replaced, 

 Generation Gap  

–  the proportion of the population replaced 

– 1.0 for GGA,  1/pop_size for SSGA 
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Parent Selection  

 Selection can occur in two places: 

– Selection from current generation to take part in 

mating (parent selection)  

– Selection from parents + offspring to go into next 

generation (survivor selection) 

 Selection operators work on whole individual 

– i.e. they are representation-independent 

 Distinction between selection 

– operators: define selection probabilities   

– algorithms: define how probabilities are implemented   
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Parent Selection  
Fitness Proportional Selection 

75 

The principles of fitness proportional selection (FPS) 

were described in the simple example in Section 3.2. 

Recall that for each choice, the probability that an 

individual fi is selected for mating is 
𝑓𝑖

 𝑓𝑗
𝜇
𝑗=1

  that is to 

say that the selection probability depends on the 

absolute fitness value of the individual compared to 

the absolute fitness values of the rest of the population.  
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Parent Selection  
Fitness Proportional Selection 

This selection mechanism was introduced in [204] and was much studied 
thereafter. However, it has been recognized that there are some problems 
with this selection mechanism: 

 

 Premature Convergence: Outstanding individuals, i.e., individuals that 
are a lot better than the rest, take over the entire population very quickly.  

 

 Selection pressure: when fitness values are all very close together, 
there is almost no selection pressure, since the parts of the roulette wheel 
assigned to the individuals are more or less the same size, so selection is 
almost uniformly random, and having a slightly better fitness is not 
very "useful" to an individual. Therefore, later in a run, when some 
convergence has taken place and the worst individuals are gone, the 
performance only increases very slowly.  

 

 The mechanism behaves differently on transposed versions of the same 
fitness function (Highly susceptible to function transposition). 
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Function transposition for FPS 

77 

This last point is illustrated in Fig. 3.19, which shows the changes in 

selection probabilities for three points that arise when a random fitness 

function y = f(x) is transposed by adding 10.0 to all fitness values. As can be 

seen, the selective advantage of the fittest point (B) is reduced. 

Fig. 3.19.  

Example of the susceptibility of 

fitness proportionate selection to 

function transposition.  

Top:  

the fitness of three points for fitness 

functions f(x) and f‘(x) = f(x) + 10.  

Bottom left:  

selection probabilities of the three 

points under f(x).  

Bottom right:  

selection probabilities of the three 

points under f'(x)  
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Parent Selection  
Fitness Proportional Selection 

Scaling can fix last two problems: 

 

Windowing: To avoid the second two problems with FPS, a procedure 

known as  windowing is often used. Under this scheme, fitness differentials 

are maintained by subtracted from the raw fitness f(x) a value t  that is  

(f’(i) = f(i) -  t), where  is the worst fitness in this (last n) generations. It 

depends in some way on the recent search history.  

 

Sigma Scaling: Another well-known approach is Goldberg's sigma scaling 

[172], which incorporates information about the mean f  ( f ) and standard 

deviation f of fitnesses in the population:  

f’(i) = max( f(i) – ( f  - c • f ), 0.0), where c is a constant value, usually set to 

2.  
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Rank – Based Selection 

 Attempt to remove problems of FPS by basing 

selection probabilities on relative rather than 

absolute fitness. 

 Rank population according to fitness and then 

base selection probabilities on rank where 

fittest has rank  and worst rank 1. 

 This imposes a sorting overhead on the 

algorithm, but this is usually negligible 

compared to the fitness evaluation time. 
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It preserves a constant selection pressure by sorting the 

population on the basis of fitness, and then allocating 

selection probabilities to individuals according to their 

rank, rather than according to their actual fitness values. 

  

The mapping from rank number to selection probability is 

arbitrary and can be done in many ways, for  example, 

linearly or exponentially decreasing, of course with the 

proviso that the sum over the population of the 

probabilities must be unity. 

Rank – Based Selection 
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Rank – Based Selection 

The usual formula for calculating the selection probability 

for linear  ranking schemes is parameterized by a value s  

(1.0 < s  2.0). 

In the case of a generational GA, where =, this is the 

expected number of offspring allotted to the fittest 

individual (allocate maximum 2 copies to the fittest 

individual). If this individual has rank , and the worst 

has rank 1, then the selection probability for an individual 

of rank i is: 
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Linear Ranking 

 

 Simple 3 member example 
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Table 3.7. Fitness proportionate (FP) versus linear ranking (LR) selection  
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Linear Ranking 

When a linear mapping is used from rank to selection 
probabilities, the amount of selection pressure that 
can be applied is limited.  

This arises from the assumption that, on average, 
an individual of median fitness should have one 
chance to be reproduced, which in turn imposes 
a maximum value of s=2.0.  

If a higher selection pressure is required, i.e., more 
emphasis on selecting individuals of above-average 
fitness, an exponential ranking scheme is often used. 
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Exponential Ranking 

 Linear Ranking is limited to selection pressure. 

 Exponential Ranking can allocate more than 2 

copies to fittest individual. 

 Normalise constant factor c according to 

population size. 
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Implementing Selection Probabilities  

In the discussion above, we described two alternative schemes 
for deciding a probability distribution that defines the likelihood 
of each individual in the population being selected for 
reproduction.  

In an ideal world, the mating pool of parents taking part in 
recombination would have exactly the same proportions as this 
selection probability distribution.  

However, in practice, this is not possible because of the finite 
size of the population, i.e., when we multiply the selection 
probability by the total number of parents in the mating pool, 
we typically find that individuals have an expected number of 
copies which is non-integer.  

In other words, the mating pool of parents is sampled from the 
selection probability distribution, but will not in general 
accurately reflect it, as seen in the example in Sect. 3.2.  
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roulette wheel samples 
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Implementing Selection Probabilities  
roulette wheel algorithm 

The simplest way of achieving this sampling is known as the roulette 
wheel algorithm. Conceptually this is the same as spinning a one-armed 
roulette wheel, where the sizes of the holes reflect the selection  
probabilities.  

If we assume that the algorithm is being applied to select  members 
from the set of  parents into a mating pool, it is usually implemented as 
follows:  

Assuming some order over the population (ranking or random) from 1 to 
.  

we calculate a list of values [a1, a2, …, a] such that 𝑎𝑖 =  𝑃𝑠𝑒𝑙 𝑖
𝑖
1 , 

where Psel(i) is defined by the selection distribution fitness proportionate 
or ranking. Note that this implies a=1.0. The outlines of the algorithm 
are given in Fig. 3.20.  

Despite its inherent simplicity, it has been recognized that the 
roulette wheel algorithm does not in fact give a particularly good 
sample of the required distribution.  
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Implementing Selection Probabilities  
roulette wheel algorithm 
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Implementing Selection Probabilities  
stochastic universal sampling (SUS) 

Whenever more than one sample is to be drawn from the distribution, the 

use of the stochastic universal sampling (SUS) algorithm [33] is 

preferred. Conceptually, this is equivalent to making one spin of a wheel 

with  equally spaced arms, rather than  spins of a one-armed wheel, 

and calculates the list of cumulative selection probabilities [a1, a2, …, a ].  

described in Fig. 3.21.  

Since the value of the variable r is initialised in the range [0,1/ ] and 

increases by an amount 1/ every time a selection is made, it is 

guaranteed that the number of copies made of each parent i is at least 

the integer part of .Psel(i) and is no more than one greater.  

Finally, we should note that with minor changes to the code, SUS can be 

used to make any number of selections from the parents, and in the case 

of making just one selection, it is the same as the roulette wheel. 
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Implementing Selection Probabilities  
stochastic universal sampling (SUS) 
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Implementing Selection Probabilities  
Tournament Selection 

The previous two selection methods and the algorithms used to 

sample from their probability distributions relied on a knowledge of the 

entire population.  

In certain situations, for example, if the population size is very large, or 

if the population is distributed in some way (perhaps on a parallel 

system), obtaining this knowledge is either highly time consuming or at 

worst  impossible.  

In yet other cases there might not be a universal fitness definition at 

all. Think, for instance, of an application evolving game playing 

strategies. In this case we might not be able to quantify the strength of 

a given  individual, that is, a particular strategy, but we can compare 

any two of them by simulating a game played by these strategies as 

opponents.  
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Implementing Selection Probabilities  
Tournament Selection 

Tournament selection is an operator with the useful 

property that it does not require any global 

knowledge of the population. Instead it only relies on 

an ordering relation that can rank any two individuals. 

It is therefore  conceptually simple and fast to 

implement and apply.  

Because tournament selection looks at relative rather 

than absolute  fitness, it has the same properties as 

ranking schemes in terms of invariance to translation 

and transposition of the fitness function.  
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Implementing Selection Probabilities  
Tournament Selection 

The application of  tournament selection to select  parents works 

according to the procedure shown in Fig. 3.22.  
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Implementing Selection Probabilities  
Tournament Selection 

The probability that an individual will be selected as the result of a 
tournament depends on four factors, namely: 

 Its rank in the population. Effectively this is estimated without the 
need for sorting the whole population.  

 The tournament size k. The larger the tournament, the more chance 
that it will contain members of above-average fitness, and the less 
that it will consist entirely of low-fitness members.  

 The probability p that the most fit member of the tournament is 
selected. Usually this is 1.0 (deterministic tournaments), but 
stochastic versions are also used with p < 1.0. Clearly in this case 
there is lower selection pressure.  

 Whether individuals are chosen with or without replacement. In the 
second case, with deterministic tournaments, the k-1 least-fit 
members of the population can never be selected, whereas if the 
tournament candidates are picked with replacement, it is always 
possible for even the least-fit member of the population to be selected 
as a result of a lucky draw. 
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Implementing Selection Probabilities  
Tournament Selection 

These properties of tournament selection were characterized in [20, 
54], and it was shown [173] that for binary (k = 2) tournaments with 
parameter p the expected time for a single individual of high fitness to 
take over the population is the same as that for linear ranking with  
s = 2p.  

 

However, since  tournaments are required to produce  selections, it 
suffers from the same problems as the roulette wheel algorithm, in 
that the outcomes can show a high variance from the theoretical 
probability distribution.  

 

Despite this drawback, tournament selection is perhaps the most 
widely used selection operator in modern applications of GAs, due to 
its extreme simplicity and the fact that the selection pressure is easy 
to control by varying the tournament size k.  
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Implementing Selection Probabilities  
Tournament Selection-summary 

 All methods above rely on global population 

statistics 

– Could be a bottleneck esp. on parallel machines 

– Relies on presence of external fitness function 

which might not exist: e.g. evolving game players 

  Informal Procedure: 

– Pick k members  at random then select the best of 

these 

– Repeat to select more individuals 
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Implementing Selection Probabilities  
Tournament Selection-summary 

 Probability of selecting i  will depend on: 

– Rank of i 

– Size of sample k  
  higher k increases selection pressure 

– Whether contestants are picked with replacement 
 Picking without replacement increases selection pressure 

– Whether fittest contestant always wins 

(deterministic) or this happens with probability p 

 For k = 2, time for fittest individual to take over 

population is the same as linear ranking with s = 2 • p 
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Survivor Selection 

The survivor selection mechanism is responsible for managing 
the process whereby the working memory of the GA is reduced 
from a set of  parents and  offspring to produce the set of  
individuals for the next generation. 

  

As explained in Section 2.3.6, this step in the main 
evolutionary cycle is also called replacement. In the present 
section, we often use this latter term to be consistent with the 
literature.  

Over the history of GAs a number of replacement strategies 
have been suggested and are widely used, which can be 
categorized according to whether they discriminate on the 
basis of the fitness or by the age of individuals. 
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Survivor Selection 
Age-Based Replacement  

The basis of these schemes is that the fitness of 
individuals is not taken into account during the 
selection of which individuals to replace in the 
population, rather they are designed so that each 
individual exists in the population for the same 
number of GA iterations.  

This does not preclude the persistent presence of 
highly fit solutions in the population, but this is 
dependent on their being chosen at least once in the 
selection phase and then surviving the recombination 
and mutation stages.  
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Survivor Selection 
Age-Based Replacement  

This is the strategy used in the simple GA. Since the number of offspring 
produced is the same as the number of parents ( = ), each individual exists 
for just one cycle, and the parents are simply discarded and replaced by the 
entire set of offspring.  

 

This replacement strategy can be implemented simply in a GA with 
overlapping populations ( < ), and at the other extreme where a single 
offspring is created and inserted in the population in each cycle.  

 

In this case the strategy takes the form of a first-in-first-out (FIFO) queue. An 
alternative method of age-based replacement for steady-state GAs is to 
randomly select a parent for replacement, which has the same mean effect. 

  

DeJong and Sarma [101] investigated this strategy experimentally, and found 
that the algorithm showed higher variance in performance than a comparable  

generational GA, and Smith and Vavak [364] showed that this was because  

the random strategy is far more likely to lose the best member of the 
population than a delete-oldest (FIFO) strategy. For these reasons the random 
replacement strategy is not recommended.  
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Survivor Selection 
Fitness-Based Replacement  

A wide number of strategies have been proposed for choosing 
which  of the + parents and offspring should go forward to 
the next GA iteration.  

 

Many of these also include some element of age, so that all of 
the offspring go forward, e.g., they use fitness to decide which 
 of the > parents should be replaced by the offspring.  

 

We have already discussed fitness proportionate and 
tournament selection, and the stochastic version of rank-
based selection above. Therefore we will restrict this 
discussion to mentioning that these are also possible 
replacement schemes, and briefly describe two other 
common mechanisms. 
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Survivor Selection 
Fitness-Based Replacement 

Replace Worst (GENITOR)  

In this scheme the worst  members of the population are selected for 
replacement. Although this can lead to very rapid improvements in the mean 
population fitness, it can also lead to premature convergence as the  
population tends to rapidly focus on the fittest member currently present. For 
this reason it is commonly used in conjunction with large populations and/or 
a "no duplicates" policy.  

 

Elitism  

This scheme is commonly used in conjunction with age-based and stochastic  

fitness-based replacement schemes, in an attempt to prevent the loss of the 
current fittest, member of the population. In essence a trace is kept of the 
current fittest member, and it is always kept in the population. Thus if it is 
chosen in the group to be replaced, and none of the offspring being inserted 
into the population has equal or better fitness, then it is kept and one of the 
offspring is discarded. 
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Survivor Selection-summary 

 Most of methods above used for parent 

selection 

 Survivor selection can be divided into two 

approaches: 

– Age-Based Selection 

 e.g. SGA 

 In SSGA can implement as “delete-random” (not 

recommended) or as first-in-first-out (a.k.a. delete-oldest)  

– Fitness-Based Selection 

 Using one of the methods above or 
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Two Special Cases-summary 

 Elitism 

– Widely used in both population models (GGA, 

SSGA) 

– Always keep at least one copy of the fittest solution 

so far 

 GENITOR: a.k.a. “delete-worst” 

– From Whitley’s original Steady-State algorithm (he 

also used linear ranking for parent selection) 

– Rapid takeover : use with large populations or “no 

duplicates” policy 
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Example application of order based GAs: JSSP  

 Two examples of applications of genetic algorithms 
were given in Sections 2.4.1 and 2.4.2. These examples 
used direct representations, where the genotype and 
phenotype have a fairly simple mapping. 

 Another (sometimes very  useful) method is to use an 
indirect representation. Here there is some growth 
function that builds the phenotype and uses the 
genotype as an input parameter.  

 In the following example, the job shop scheduling 
problem is solved by having a heuristic schedule builder 
and an order-based representation that specifies in 
which order to attempt to place the jobs into the 
schedule. 

105 



A.E. Eiben and J.E. Smith, Introduction to Evolutionary Computing 

Genetic Algorithms 

Example application of order based GAs: JSSP  

Precedence constrained job shop scheduling problem 
 J is a set of jobs. 

 O is a set of operations 

 M is a set of machines  

 Able: O  M, a function defining which machine can perform a 
given operation  

 Pre  O  O, a relation defining which operation should precede 
other operations  

 d: O  M  IR, a function defining the duration of o  O on  
m  M  
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Precedence constrained job shop scheduling GA 

In general, there could be more machines that are able to perform a 

given operation. In this case Able  O x M is a relation, rather than a 

function.  

To keep things simple for this example, we eliminate this dimension 

and assume that for each operation there is exactly one machine 

Able(O)  M, it can be performed on.  

Scheduling an operation means to assign a starting time to it (on the 

only machine that can perform it), and a schedule is a collection of 

such assignments containing an operation at most once.  

The goal is now to find a schedule that is: 

 Complete: all jobs are scheduled 

 Correct: all conditions defined by Able and Pre are satisfied 

 Optimal: the total duration of the schedule is minimal 
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Precedence constrained job shop scheduling GA 

 we specified representation: genotypes (permutations), phenotypes 
(schedules) 

 we specified how a genotype is mapped onto a phenotype (by the 
schedule builder). 

 

It is  important to note that our design guarantees the completeness and 
the correctness requirements. 

 Completeness is simply a consequence of using permutations that 
contain all operations in O.  

 The correctness condition is satisfied by the schedule builder that 
assigns starting times, taking the precedence constraints into account.  

 As for the optimality requirement, the schedule builder uses a locally 
optimal heuristic, always assigning the earliest possible starting time to 
the given operation.  

 This, however, does not imply that the schedule as a whole will be 
optimal. To achieve this goal we define the fitness of an individual, that 
is, a genotype, as the duration of the corresponding phenotype 
(schedule). Obviously, this fitness must be minimised. 
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Precedence constrained job shop scheduling GA 

 To complete the design of a GA for this problem we have to specify the 
remaining algorithm components, variation operators (mutation and 
recombination), and selection operators (for parent and survivor selection), and 
Finally, we have to define an initialization  procedure and a termination 
condition: 

 Variation operators are strongly related to the representation, that is, to the used 
from of genotypes. In our case we can draw from the collection of order-based 
mutation and crossover operators. Formally any of them will do, in the sense 
that they will be applicable: syntactically  correct parents (permutations) will 
always result in syntactically correct children. The difference between them can 
be their performance in terms of the end solution delivered by the GA using 
them.  

 As for selection operators, the issue is even more simple as they do not depend 
on any particular representation, so they do not have to be matched to the 
genotypes. Here we can use any of  the mechanisms discussed in this chapter. 
The only thing we must be aware of is that we are minimising the durations of 
the schedules. 

 Concerning the last two components, initialisation and termination condition, it 
usually suffices to use random initialisation and, for instance, allow a maximum 
number of fitness evaluations. 
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Precedence constrained job shop scheduling GA 
Summary 

 Representation: individuals are permutations of operations 

 Permutations are decoded to schedules by a decoding procedure 

– take the first (next) operation from the individual 

– look up its machine (here we assume there is only one) 

– assign the earliest possible starting time on this machine, subject to 

 machine occupation 

 precedence relations holding for this operation in the schedule created so far 

 fitness of a permutation is the duration of the corresponding 

schedule (to be minimized) 

 use any suitable mutation and crossover 

 use roulette wheel parent selection on inverse fitness 

 Generational GA model for survivor selection 

 use random initialisation 

110 



A.E. Eiben and J.E. Smith, Introduction to Evolutionary Computing 

Genetic Algorithms 

JSSP example: operator comparison 
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