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Software Defined Network (SDN) 

Software interfaces for networking 

• Automation and self-service 

• Traffic Engineering 

• Network Function Virtualization 

Internet of Everything (IoT) 

Everything is becoming connected 

• More devices 

• More Apps 

• Shift to mobile access 
 

Source: www.openstack.org 

Cloud Platform Software 

Public and Private Clouds 

• Open Cloud Platforms: OpenStack 

• App development and deployment 

• Scalable services 
 

 

Big Data / Analytics 

Analytics become business critical 

• Customer behavior 

• Systems optimization 

• Diversity of sources and data types 
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~40*109 Web pages at 
~300 kilobytes each = 10 

Petabytes 

Youtube 48 hours video 
uploaded per minute;  

• in 2 months in 2010, uploaded  
more than total NBC ABC CBS 

• ~2.5 petabytes per year 
uploaded? 

LHC 15 petabytes per 
year 

Radiology 69 petabytes 
per year 

Square Kilometer 
Array Telescope will be 

100 terabits/second 

Earth Observation 
becoming ~4 petabytes 

per year 

Earthquake Science – 
few terabytes total today 

PolarGrid – 100’s 
terabytes/year 

Exascale simulation 
data dumps – 

terabytes/second 
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Application and Sources of Big Data analytics 

Homeland 
 Security 

Smarter 
Healthcare Multi-channel sales 

Telecom 

Manufacturing 

Traffic Control 
Trading  

Analytics 

Search 
 Quality 
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Goals 

• Small data is usually gathered for a specific goal.  

• Big data on the other hand may have a goal in mind when it's first 
started, but things can evolve or take unexpected directions.  

Location 

• Small data is usually in one place, and often in a single computer file.  

• Big data on the other hand can be in multiple files in multiple servers 
on computers in different geographic locations 

data preparation 

• Small data is usually prepared by the end user for their own purposes,  

• big data is often prepared by one group of people, analyzed by a 
second group of people, and then used by a third group of people, and 
they may have different purposes, and they may have different 
disciplines. 
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Data structure and content 

• Small data is usually highly structured like an 
Excel spreadsheet, and it‘s got rows and columns 
of data.  

• Big data on the other hand can be unstructured, 
it can have many formats in files involved across 
disciplines, and may link to other resources 

Measurements 

• Small data is typically measured with a single 
protocol using set units and it's usually done at 
the same time.  

• With big data on the other hand, because you can 
have people in very different places, in very 
different times, different organizations, and 
countries, you may be measuring things using 
different protocols, and you may have to do a fair 
amount of conversion to get things consistent.  
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Longevity 

• Small data is usually kept for a specific amount of time after 
the project is over because there's a clear ending point. In the 
academic world it's maybe five or seven years and then you 
can throw it away,  

• big data each data project, because it often comes at a great 
cost, gets continued into others, and so you have data in 
perpetuity, and things are going to stay there for a very long 
time. They may be added on to in terms of new data at the 
front, or contextual data of things that occurred beforehand, or 
additional variables, or linking up with different files. So it has a 
much longer and really uncertain lifespan compared to a 
small data set. 

Analysis 

• With small data it's usually possible to analyze all of 
the data at once in a single procedure from a single 
computer file.  

• With big data however, because things are so 
enormous and they're spread across lots of different files 
and servers, you may have to go through extraction, 
reviewing, reduction, normalization, transformation, 
and other steps and deal with one part of the data at 
a time to make it more manageable, and then 
eventually aggregate your results. 
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Stakes 

• On small data, if things go wrong the costs are limited, it's 
not an enormous problem,  

• but with big data, projects can cost hundreds of millions of 
dollars, and losing the data or corrupting the data can doom 
the project, possibly even the researcher's career or the 
organization's existence. 

 

reproducibility 

• Small data sets can usually be reproduced in their 
entirety if something goes wrong in the process.  

• Big data sets on the other hand, because they come in 
so many forms and from different directions, it may 
not be possible to start over again if something's 
gone wrong. Usually the best you can hope to do is to 
at least identify which parts of the data project are 
problematic and keep those in mind as you work around 
them. 
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Introspection 

• what this means is that the data describes itself in an important way.  

With small data, the ideal for instance is what's called a triple that's used in 
several programming languages where you say, first off, the object that is 
being measured. 
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Big Data:  

Batch Processing &  

Distributed Data Store 
Hadoop/Spark; 

HBase/Cassandra 

 

BI Reporting /OLAP &  

Data warehouse 
 

Business Objects, SAS, Informatica, 

Cognos other SQL Reporting Tools 

 

Interactive Business 

Intelligence &   

In-memory RDBMS 
QliqView, Tableau, HANA 

 
 

 

Big Data: 

Real Time & 

Single View 
Graph Databases,  

<key-value>,  

Column/Document oriented 

 

THE EVOLUTION OF BUSINESS INTELLIGENCE 

1990’s 2000’s 2010’s 

Speed 

Scale 

Scale 

Speed 
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Where processing is hosted? 
Distributed Servers / Cloud (e.g. Amazon EC2) 

 

Where data is stored? 
Distributed Storage (e.g. Amazon S3) 

 

What is the programming model? 
Distributed Processing (e.g. MapReduce) 

 

How data is stored & indexed? 
High-performance schema-free databases (e.g. MongoDB) 

 

What operations are performed on data? 
Analytic / Semantic Processing 
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Introduction 
• Recently the computing world has been undergoing a significant 

transformation from the traditional non-centralized distributed system 
architecture, typified by distributed data and computation on different 
geographic areas, to a centralized cloud computing architecture, where the 
computations and data are operated somewhere in the “cloud”—that is, data 
centers owned and maintained by third party. 

• The interest in cloud computing has been motivated by many factors [1] such 
as the low cost of system hardware, the increase in computing power and 
storage capacity (e.g., the modern data center consists of hundred of 
thousand of cores and peta-scale storage), and the massive growth in data 
size generated by digital media (images/audio/video), Web authoring, 
scientific instruments, physical simulations, and so on. To this end, still the 
main challenge in the cloud is how to effectively store, query, analyze, and 
utilize these immense datasets.  
• The traditional data-intensive system (data to computing paradigm) is not efficient for cloud 

computing due to the bottleneck of the Internet when transferring large amounts of data to 
a distant CPU [2].  

• New paradigms should be adopted, where computing and data resources are co-
located, thus minimizing the communication cost and benefiting from the large 
improvements in I/O speeds using local disks, as shown in Figure 14.1. 

• Alex Szalay and Jim Gray stated in a commentary on 2020 computing [3]: In the future, 
working with large data sets will typically mean sending computations to data rather than 
copying the data to your work station. 
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Introduction 
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Introduction 

• Google has successfully implemented and practiced the new data-intensive 
paradigm in their Google MapReduce System (e.g., Google uses its 
MapReduce framework to process 20 petabytes of data per day [4]).  

• The MapReduce system runs on top of the Google File System (GFS) [5], 
within which data are loaded, partitioned into chunks, and each chunk is 
replicated.  

• Data processing is co-located with data storage: When a file needs to be 
processed, the job scheduler consults a storage metadata service to get 
the host node for each chunk and then schedules a “map” process on that 
node, so that data locality is exploited efficiently. 

• At the time of writing, due to its remarkable features including simplicity, 
fault tolerance, and scalability, MapReduce is by far the most powerful 
realization of data-intensive cloud computing programming. It is often 
advocated as an easier-to-use, efficient and reliable replacement for the 
traditional data-intensive programming model for cloud computing. More 
significantly, MapReduce has been proposed to form the basis of the data-
center software stack [6]. 
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Introduction 

• MapReduce has been widely applied in various fields including data and 

compute-intensive applications, machine learning, graphic programming, 

multi-core programming, and so on. Moreover, many implementations have 

been developed in different languages for different purposes. 

• Its popular open-source implementation, Hadoop [7], was developed 

primarily by Yahoo!, where it processes hundreds of terabytes of data on at 

least 10,000 cores [8], and is now used by other  companies, including 

Facebook, Amazon, Last.fm, and the New York Times [9].  

• Research groups from the enterprise and academia are starting to study 

the MapReduce model for better fit for the cloud, and they explore the 

possibilities of adapting it for more applications. 
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MAPREDUCE PROGRAMMING MODEL 

What is Map/Reduce 
 

• MapReduce is a software framework for solving many large-
scale computing problems. 

• The MapReduce abstraction is inspired by the Map and 
Reduce functions, which are commonly used in functional 
languages such as Lisp [4]. 

• Many problems can be phrased this way 

• Easy to distribute across nodes 

• Nice retry/failure semantics 

• The MapReduce system allows users to easily express their 

computation as map and reduce functions (more details can 

be found in Dean and Ghemawat [4]): 
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MAPREDUCE PROGRAMMING MODEL 

Map and Reduce Functions 

 

• The map function, written by the user, processes a key/value pair to 

generate a set of intermediate key/value pairs: 

 map (key1, value1) -> list (key2, value2) 

 

•  The reduce function, also written by the user, merges all intermediate 

values associated with the same intermediate key: 

 reduce (key2, list (value2)) -> list (value2) 
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MAPREDUCE PROGRAMMING MODEL 

Map in LISP (Scheme) 

• (map f list [list2 list3 …]) 

 

 

 

• (map square ‘(1 2 3 4)) 

• (1 4 9 16) 
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MAPREDUCE PROGRAMMING MODEL 

Reduce in LISP (Scheme) 

• (reduce f id list) 

 

• (reduce + 0 ‘(1 4 9 16)) 

• (+ 16 (+ 9 (+ 4 (+ 1 0)) ) ) 

• 30 

 

• (reduce + 0  

(map square (map – l1 l2)))) 
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Distributed Word Count 

Very  

big 

data 

Split data 

Split data 

Split data 

Split data 

count 

count 

count 

count 

count 

count 

count 

count 

merge 
merged 

count 
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MAPREDUCE PROGRAMMING MODEL 
Wordcount Example-1 

 

map(key=url, val=contents): 

 For each word w in contents, emit (w, “1”) 

reduce(key=word, values=uniq_counts): 
Sum all “1”s in values list 

Emit result “(word, sum)” 

see bob run 

see spot throw 

see 1 

bob 1  

run 1 

see  1 

spot  1 

throw 1 

 

 

bob 1  

run 1 

see  2 

spot  1 

throw 1 

 

 

46 



MAPREDUCE PROGRAMMING MODEL 
The Wordcount Example 

• The Wordcount application counts the number of occurrences of each 

word in a large collection of documents. 

• The steps of the process are briefly described as follows:  

 

• The input is read (typically from a distributed file system) and broken up into 

key/value pairs (e.g., the Map function emits a word and its associated count of 

occurrence, which is just “1”).  

• The pairs are partitioned into groups for processing, and they are sorted 

according to their key as they arrive for reduction.  

• Finally, the key/value pairs are reduced, once for each unique key in the sorted 

list, to produce a combined result (e.g., the Reduce function sums all the counts 

emitted for a particular word). 
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MAPREDUCE PROGRAMMING MODEL 

The Wordcount Example -2 
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MAPREDUCE PROGRAMMING MODEL 
Word Count using MapReduce 

map(key, value): 

// key: document name; value: text of document 

 for each word w in value: 

  emit(w, 1) 

 

reduce(key, values): 

// key: a word; values: an iterator over counts 

 result = 0 

 for each count v in values: 

  result += v 

 emit(key,result) 

49 



Map+Reduce 

• Map: 

• Accepts input key/value pair 

• Emits intermediate key/value pair 

 

• Reduce : 

• Accepts intermediate key/value pair 

• Emits output key/value pair 

Very  

big 

data 

Result 
M 

A 

P 

R 

E 

D 

U 

C 

E 

Partitioning 

Function 
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Diagram (1) 
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MAPREDUCE PROGRAMMING MODEL 
Execution Overview 
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MAPREDUCE PROGRAMMING MODEL 

Data flow 

• Input, final output are stored on a distributed file system 

• Scheduler tries to schedule map tasks “close” to physical storage 

location of input data 

• Intermediate results are stored on local FS of map and 

reduce workers 

• Output is often input to another map reduce task 
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MAPREDUCE PROGRAMMING MODEL 
Execution Overview 

• The MapReduce library in the user program first splits the input files into 
M pieces of typically 16 to 64 (MB) per piece. It then starts many copies 
of the program on a cluster. One is the “master” and the rest are 
“workers”. The master is responsible for scheduling (assigns the map 
and reduce tasks to the worker) and monitoring (monitors the task 
progress and the worker health).  

• When map tasks arise, the master assigns the task to an idle worker, 
taking into account the data locality. A worker reads the content of the 
corresponding input split and emits a key/value pairs to the user-defined 
Map function. The intermediate key/value pairs produced by the Map 
function are first buffered in memory and then periodically written to a 
local disk, partitioned into R sets by the partitioning function. 

• The master passes the location of these stored pairs to the reduce 
worker, which reads the buffered data from the map worker using remote 
procedure calls (RPC). It then sorts the intermediate keys so that all 
occurrences of the same key are grouped together. For each key, the 
worker passes the corresponding intermediate value for its entire 
occurrence to the Reduce function. Finally, the output is available in R 
output files (one per reduce task). 
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MAPREDUCE PROGRAMMING MODEL 

Distributed Execution Overview  

User 

Program 

Worker 

Worker 

Master 

Worker 

Worker 

Worker 

fork fork fork 

assign 
map 

assign 
reduce 

read 
local 
write 

remote 
read, 
sort 

Output 

File 0 

Output 

File 1 

write 

Split 0 

Split 1 

Split 2 

Input Data 
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MAPREDUCE PROGRAMMING MODEL 

Distributed Execution Overview  

U 



MAPREDUCE PROGRAMMING MODEL 

Partition Function 

• Inputs to map tasks are created by contiguous splits of 
input file 

• For reduce, we need to ensure that records with the same 
intermediate key end up at the same worker 

• System uses a default partition function  
e.g., hash(key) mod R 

• Sometimes useful to override  
• E.g., hash(hostname(URL)) mod R ensures URLs from a host end 

up in the same output file 
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Diagram (2) 

58 



MAPREDUCE PROGRAMMING MODEL 

Execution Summary 

• How is this distributed? 

1. Partition input key/value pairs into chunks, run map() tasks in 

parallel 

2. After all map()s are complete, consolidate all emitted values 

for each unique emitted key 

3. Now partition space of output map keys, and run reduce() in 

parallel 

• If map() or reduce() fails, reexecute! 
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MAPREDUCE PROGRAMMING MODEL 
Main Features 

The main features of MapReduce for data-intensive application: 

• Data-Aware. When the MapReduce-Master node is scheduling the 

Map tasks for a newly submitted job, it takes into consideration the 

data location information retrieved from the Master node. 

•  Simplicity. As the MapReduce runtime is responsible for 

parallelization and concurrency control, this allows programmers to 

easily design parallel and distributed applications. 

•  Manageability. In traditional data-intensive applications, where data 

are stored separately from the computation unit. In Map-reduce we 

need two levels of management:  

• (i) to manage the input data and then move these data and prepare them to 

be executed;  

• (ii) to manage the output data. 
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MAPREDUCE PROGRAMMING MODEL 
Main Features 

• Scalability. Increasing the number of nodes (data nodes) 
in the system will increase the performance of jobs with 
potentially only minor losses.  

• Fault-tolerance and Reliability. The data in GFS are 
distributed on clusters with thousands of nodes. Thus any 
nodes with hardware failures can be handled by simply 
removing them and installing a new node in their place. 
Moreover, MapReduce, taking the advantages of the 
replication in GFS, can achieve high reliability by  
1. Rerunning all the tasks (completed or in progress) when a host 

node is going off-line, 

2. Rerunning failed tasks on another node, and  

3. Launching backup tasks when these tasks are slowing down and 
causing a bottleneck to entire job. 
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MAPREDUCE PROGRAMMING MODEL 

How many Map and Reduce jobs? 

• M map tasks, R reduce tasks 

• Rule of thumb: 

• Make M and R much larger than the number of nodes in cluster 

• One DFS chunk per map is common and Improves dynamic load 

balancing and speeds recovery from worker failure 

• Usually R is smaller than M, because output is spread across R 

files 
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MAJOR MAPREDUCE IMPLEMENTATIONS FOR THE CLOUD 
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MAJOR MAPREDUCE IMPLEMENTATIONS FOR THE CLOUD 
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MAJOR MAPREDUCE IMPLEMENTATIONS FOR THE CLOUD 

HADOOP 

• The Apache Hadoop project develops open source 

software for reliable, scalable, distributed 

computing. Hadoop includes these subprojects: 

• Hadoop Common: The common utilities that 

support the other Hadoop subprojects. 
• Avro: A data serialization system that provides dynamic integration 

with scripting languages. 

• Chukwa: A data collection system for managing large distributed 

systems. 

• HBase: A scalable, distributed database that 

supports structured data storage for large tables. 

• HDFS: A distributed file system that provides high 

throughput access to application data. 

• Hive: A data warehouse infrastructure that provides 

data summarization and ad- hoc querying. 

•  MapReduce: A software framework for distributed 

processing of large data sets on compute clusters. 

•  Pig: A high level data flow language and execution 

framework for parallel computation. 

• ZooKeeper: A high performance coordination 

service for distributed applications. 
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MAJOR MAPREDUCE IMPLEMENTATIONS FOR THE CLOUD HADOOP 
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