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SUMMARY
This chapter presents the evolutionary changes that have occurred in parallel,
distributed, and cloud computing over the past 30 years, driven by applications
with variable workloads and large data sets. We study both high-performance
and high-throughput computing Systems in parallel computers appearing as
computer clusters, service-oriented architecture, computational grids, peer-topeer networks, Internet clouds, and the Internet of Things. These systems are
distinguished by their hardware architectures, OS platforms, processing
algorithms, communication protocols, and service models applied. We also
introduce essential issues on the scalability, performance, availability, security,
and energy efficiency in distributed systems.
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SCALABLE COMPUTING OVER THE INTERNET
Over the past 60 years, computing technology has undergone a series of
platform and environment changes. In this section, we assess evolutionary
changes in machine architecture, operating system platform, network
connectivity, and application workload. Instead of using a centralized computer
to solve computational problems, a parallel and distributed computing system
uses multiple computers to solve large-scale problems over the Internet. Thus,
distributed computing becomes data-intensive and network-centric. This
section identifies the applications of modern computer systems that practice
parallel and distributed computing. These large-scale Internet applications have
significantly enhanced the quality of life and information services in society
today.
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The Age of Internet Computing
Billions of people use the Internet every day. As a result,
supercomputer sites and large data centers must provide highperformance computing services to huge numbers of Internet
users concurrently.
Because of this high demand, the Linpack Benchmark for highperformance computing (HPC) applications is no longer optimal
for measuring system performance. The emergence of computing
clouds instead demands high-throughput computing (HTC)
systems built with parallel and distributed computing technologies
[5,6,19,25].
We have to upgrade data centers using fast servers, storage
systems, and high-bandwidth networks. The purpose is to
advance network-based computing and web services with the
emerging new technologies.
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Clouds and Internet of Things
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The Platform Evolution
•

•

•
•

Computer technology has gone through five
generations of development, with each generation
lasting from 10 to 20 years. Successive generations are
overlapped in about 10 years.
For instance, from 1950 to 1970, a handful of
mainframes, including the IBM 360 and CDC 6400,
were built to satisfy the demands of large businesses
and government organizations. From 1960 to 1980,
lower-cost minicomputers such as the DEC PDP 11 and
VAX Series became popular among small businesses
and on college campuses.
From 1970 to 1990, we saw widespread use of
personal computers built with VLSI microprocessors.
From 1980 to 2000, massive numbers of portable
computers and pervasive devices appeared in both
wired and wireless applications. Since 1990, the use of
both HPC and HTC systems hidden in clusters, grids, or
Internet clouds has proliferated. These systems are
employed by both consumers and high-end web-scale
computing and information services.
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The Platform Evolution
• The general computing trend is to leverage shared web resources and
massive amounts of data over the Internet. Figure 1.1 illustrates the
evolution of HPC and HTC systems. On the HPC side, supercomputers
(massively parallel processors or MPPs) are gradually replaced by clusters
of cooperative computers out of a desire to share computing resources.
The cluster is often a collection of homogeneous compute nodes that are
physically connected in close range to one another.
• We will discuss clusters, MPPs, and grid systems in more detail in Chapters
2 and 7. On the HTC side, peer-to-peer (P2P) networks are formed for
distributed file sharing and content delivery applications. A P2P system is
built over many client machines (a concept we will discuss further in
Chapter 5). Peer machines are globally distributed in nature. P2P, cloud
computing, and web service platforms are more focused on HTC
applications than on HPC applications. Clustering and P2P technologies
lead to the development of computational grids or data grids.
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High-Performance Computing
• For many years, HPC systems emphasize the raw speed
performance. The speed of HPC systems has increased from
Gflops in the early 1990s to now Pflops in 2010.
• This improvement was driven mainly by the demands from
scientific, engineering, and manufacturing communities.
• For example, the Top 500 most powerful computer systems in
the world are measured by floating-point speed in Linpack
benchmark results. However, the number of supercomputer
users is limited to less than 10% of all computer users.
• Today, the majority of computer users are using desktop
computers or large servers when they conduct Internet
searches and market-driven computing tasks.
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High-Throughput Computing
• The development of market-oriented high-end computing systems
is undergoing a strategic change from an HPC paradigm to an HTC
paradigm. This HTC paradigm pays more attention to high-flux
computing.
• The main application for high-flux computing is in Internet searches
and web services by millions or more users simultaneously. The
performance goal thus shifts to measure high throughput or the
number of tasks completed per unit of time. HTC technology needs
to not only improve in terms of batch processing speed, but also
address the acute problems of cost, energy savings, security, and
reliability at many data and enterprise computing centers.
• This book will address both HPC and HTC systems to meet the
demands of all computer users.
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Three New Computing Paradigms
• When the Internet was introduced in 1969, Leonard Klienrock of
UCLA declared: “As of now, computer networks are still in their
infancy, but as they grow up and become sophisticated, we will
probably see the spread of computer utilities, which like present
electric and telephone utilities, will service individual homes
and offices across the country.”
• Many people have redefined the term “computer” since that
time:
– In 1984, John Gage of Sun Microsystems created the slogan, “The network is the
computer.”
– In 2008, David Patterson of UC Berkeley said, “The data center is the computer.
There are dramatic differences between developing software for millions to use
as a service versus distributing software to run on their PCs.”
– Recently, Rajkumar Buyya of Melbourne University simply said: “The cloud is the
computer.”
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Computing Paradigm Distinctions
• The high-technology community has argued for many years
about the precise definitions of centralized computing,
parallel computing, distributed computing, and cloud
computing.
• In general, distributed computing is the opposite of
centralized computing. The field of parallel computing
overlaps with distributed computing to a great extent, and
cloud computing overlaps with distributed, centralized, and
parallel computing.
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Computing Paradigm Distinctions
•

•

•

Centralized computing This is a computing paradigm by which all computer resources are
centralized in one physical system. All resources (processors, memory, and storage) are fully shared
and tightly coupled within one integrated OS. Many data centers and supercomputers are
centralized systems, but they are used in parallel, distributed, and cloud computing applications
[18,26].
Parallel computing In parallel computing, all processors are either tightly coupled with centralized
shared memory or loosely coupled with distributed memory. Some authors refer to this discipline as
parallel processing [15,27]. Interprocessor communication is accomplished through shared memory
or via message passing. A computer system capable of parallel computing is commonly known as a
parallel computer [28]. Programs running in a parallel computer are called parallel programs. The
process of writing parallel programs is often referred to as parallel programming [32].
Distributed computing This is a field of computer science/engineering that studies distributed
systems. A distributed system [8,13,37,46] consists of multiple autonomous computers, each having
its own private memory, communicating through a computer network. Information exchange in a
distributed system is accomplished through message passing. A computer program that runs in a
distributed system is known as a distributed program. The process of writing distributed programs is
referred to as distributed programming.
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Computing Paradigm Distinctions
•

•

•

•

Cloud computing An Internet cloud of resources can be either a centralized or a
distributed computing system. The cloud applies parallel or distributed computing, or
both. Clouds can be built with physical or virtualized resources over large data centers
that are centralized or distributed. Some authors consider cloud computing to be a form
of utility computing or service computing [11,19].
concurrent computing or concurrent programming: As an alternative to the preceding
terms, some in the high-tech community prefer the term concurrent computing or
concurrent programming. These terms typically refer to the union of parallel computing
and distributing computing, although biased practitioners may interpret them
differently.
Ubiquitous computing refers to computing with pervasive devices at any place and time
using wired or wireless communication. The Internet of Things (IoT) is a networked
connection of everyday objects including computers, sensors, humans, etc. The IoT is
supported by Internet clouds to achieve ubiquitous computing with any object at any
place and time.
Finally, the term Internet computing is even broader and covers all computing
paradigms over the Internet.
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Distributed System Families
• In the future, both HPC and HTC systems will demand multicore or many-core
processors that can handle large numbers of computing threads per core.
• Both HPC and HTC systems emphasize parallelism and distributed computing.
• Future HPC and HTC systems must be able to satisfy this huge demand in
computing power in terms of throughput, efficiency, scalability, and reliability.
• Meeting these goals requires to yield the following design objectives:
– Efficiency measures the utilization rate of resources in an execution model by exploiting
massive parallelism in HPC.
– For HTC, efficiency is more closely related to job throughput, data access, storage, and power
efficiency.
– Dependability measures the reliability and self-management from the chip to the system and
application levels. The purpose is to provide high-throughput service with Quality of Service
(QoS) assurance, even under failure conditions.
– Adaptation in the programming model measures the ability to support billions of job requests
over massive data sets and virtualized cloud resources under various workload and service
models.
– Flexibility in application deployment measures the ability of distributed systems to run well in
both HPC (science and engineering) and HTC (business) applications.
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Scalable Computing Trends and New Paradigms
•

•
•
•

Moore’s law indicates that processor speed doubles every 18 months. Although Moore’s
law has been proven valid over the last 30 years, it is difficult to say whether it will
continue to be true in the future.
Gilder’s law indicates that network bandwidth has doubled each year in the past.
For now, it’s important to understand how distributed systems emphasize both resource
distribution and concurrency or high Degree of Parallelism (DoP).
Will that trend continue in the future? The tremendous price/performance ratio of
commodity hardware was driven by the desktop, notebook, and tablet computing
markets. This has also driven the adoption and use of commodity technologies in largescale computing.
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Degrees of Parallelism
•
•
•

•
•

•

•

Let’s review the degrees of parallelism (DoP) before we discuss the special requirements for
distributed computing.
Fifty years ago, when hardware was bulky and expensive, most computers were designed in a
bit-serial fashion. In this scenario, Bit-Level Parallelism (BLP) converts bit-serial processing to
Word-Level Processing (WLP) gradually.
Over the years, users graduated from 4-bit microprocessors to 8-, 16-, 32-, and 64-bit CPUs.
This led us to the next wave of improvement, known as Instruction-Level Parallelism (ILP), in
which the processor executes multiple instructions simultaneously rather than only one
instruction at a time.
For the past 30 years, we have practiced ILP through pipelining, superscalar computing, VLIW
(very long instruction word) architectures, and multithreading. ILP requires branch
prediction, dynamic scheduling, speculation, and compiler support to work efficiently.
Data-level parallelism (DLP) was made popular through SIMD (single instruction, multiple
data) and vector machines using vector or array types of instructions. DLP requires even
more hardware support and compiler assistance to work properly. Ever since the introduction
of multicore processors and chip multiprocessors (CMPs), we have been exploring task-level
parallelism (TLP).
A modern processor explores all of the aforementioned parallelism types. In fact, BLP, ILP,
and DLP are well supported by advances in hardware and compilers. However, TLP is far from
being very successful due to difficulty in programming and compilation of code for efficient
execution on multicore CMPs.
As we move from parallel processing to distributed processing, we will see an increase in
computing granularity to job-level parallelism (JLP). It is fair to say that coarse-grain
parallelism is built on top of fine-grain parallelism.
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Technology Convergence toward HPC for Science and HTC for Business: Utility Computing

The vision of computer utilities in modern distributed computing systems.
(Courtesy of Raj Buyya, University of Melbourne, 2011)
Copyright © 2012, Elsevier Inc. All rights reserved.
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The Hype Cycle of New Technologies

2011 Gartner “IT Hype Cycle” for Emerging Technologies
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The Trend toward Utility Computing
•
•
•
•

•
•

Figure 1.2 identifies major computing paradigms to facilitate the study of distributed
systems and their applications. These paradigms share some common characteristics.
First, they are all ubiquitous in daily life. Reliability and scalability are two major design
objectives in these computing models.
Second, they are aimed at autonomic operations that can be self-* to support
dynamism.
Finally, these paradigms are compose able with QoS and SLAs (service-level
agreements).
Utility computing focuses on a business model in which customers receive computing
resources from a paid service provider.
All grid/cloud platforms are regarded as utility service providers. However, cloud
computing offers a broader concept than utility computing. Distributed cloud
applications run on any available servers in some edge networks. Major technological
challenges include all aspects of computer science and engineering. For example, users
demand new network efficient processors, scalable memory and storage schemes,
distributed OS, middleware for machine virtualization, new programming models,
effective resource management, and application program development. These hardware and
software supports are necessary to build distributed systems that explore massive parallelism at all
processing levels.
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The Internet of Things and Cyber-Physical Systems
In this section, we will discuss two Internet development trends: the Internet of Things [48] and
cyber-physical systems.
These evolutionary trends emphasize the extension of the Internet to everyday objects. We will
only cover the basics of these concepts here.
The traditional Internet connects machines to machines or web pages to web pages. The
concept of the IoT was introduced in 1999 at MIT [40].
The IoT refers to the networked interconnection of everyday objects, tools, devices, or
computers. One can view the IoT as a wireless network of sensors that interconnect all
things in our daily life. These things can be large or small and they vary with respect to time
and place.
The idea is to tag every object using RFID or a related sensor or electronic technology such as
GPS. With the introduction of the IPv6 protocol, 2128 IP addresses are available to distinguish
all the objects on Earth, including all computers and pervasive devices.
The IoT researchers have estimated that every human being will be surrounded by 1,000 to
5,000 objects. The IoT needs to be designed to track 100 trillion static or moving objects
simultaneously.
The IoT demands universal addressability of all of the objects or things. To reduce the
complexity of identification, search, and storage, one can set the threshold to filter out finegrain objects.
The IoT obviously extends the Internet and is more heavily developed in Asia and European
countries.

Copyright © 2012, Elsevier Inc. All rights reserved.
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The Internet of Things and Cyber-Physical Systems
In the IoT era, all objects and devices are instrumented, interconnected, and interacted with
each other intelligently. This communication can be made between people and things or among
the things themselves.
Three communication patterns co-exist: namely H2H (human-to-human), H2T (human-tothing), and T2T (thing-to-thing).
Here things include machines such as PCs and mobile phones. The idea here is to connect
things (including human and machine objects) at any time and any place intelligently with low
cost.
Any place connections include at the PC, indoor (away from PC), outdoors, and on the move.
Any time connections include daytime, night, outdoors and indoors, and on the move as well.
The dynamic connections will grow exponentially into a new dynamic network of networks,
called the Internet of Things (IoT).
The IoT is still in its infancy stage of development. Many prototype IoTs with restricted areas of
coverage are under experimentation at the time of this writing.
Cloud computing researchers expect to use the cloud and future Internet technologies to
support fast, efficient, and intelligent interactions among humans, machines, and any objects
on Earth.
A smart Earth should have intelligent cities, clean water, efficient power, convenient
transportation, good food supplies, responsible banks, fast telecommunications, green IT,
better schools, good health care, abundant resources, and so on.

Copyright © 2012, Elsevier Inc. All rights reserved.
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The Internet of Things and Cyber-Physical Systems
A cyber-physical system (CPS) is the result of interaction between computational processes
and the physical world.
A CPS integrates “cyber” (heterogeneous, asynchronous) with “physical” (concurrent and
information-dense) objects.
A CPS merges the “3C” technologies of computation, communication, and control into an
intelligent closed feedback system between the physical world and the information world, a
concept which is actively explored in the United States.
The IoT emphasizes various networking connections among physical objects, while the CPS
emphasizes exploration of virtual reality (VR) applications in the physical world. We may
transform how we interact with the physical world just like the Internet transformed how we
interact with the virtual world.
We will study IoT, CPS, and their relationship to cloud computing in Chapter 9.

Copyright © 2012, Elsevier Inc. All rights reserved.
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TECHNOLOGIES FOR NETWORK-BASED SYSTEMS
With the concept of scalable computing under our belt, it’s time to explore hardware,
software, and network technologies for distributed computing system design and
applications.
In particular, we will focus on viable approaches to building distributed operating
systems for handling massive parallelism in a distributed environment.

Copyright © 2012, Elsevier Inc. All rights reserved.
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Technologies for Network-based Systems
Advances in CPU Processors
Consider the growth of component and network technologies over the past 30 years. They
are crucial to the development of HPC and HTC systems.
In Figure 1.4, processor speed is measured in millions of instructions per second
(MIPS) and network bandwidth is measured in megabits per second (Mbps) or gigabits
per second (Gbps). The unit GE refers to 1 Gbps Ethernet bandwidth.

33 year Improvement in Processor and Network Technologies
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Modern Multi-core CPU Chip
Both multi-core CPU and many-core GPU processors can handle multiple
instruction threads at different magnitudes today.
Figure 1.5 shows the architecture of a typical multicore processor. Each core is
essentially a processor with its own private cache (L1 cache). Multiple cores are
housed in the same chip with an L2 cache that is shared by all cores. In the future,
multiple CMPs could be built on the same CPU chip with even the L3 cache on the
chip. Multicore and multithreaded CPUs are equipped with many high-end
processors, including the Intel i7, Xeon, AMD Opteron, Sun Niagara, IBM Power 6,
and X cell processors. Each core could be also multithreaded.
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Multicore CPU and Many-Core GPU Architectures
Named “the memory wall” by William Wulf and Sally McKee in their 1994 paper “Hitting the
Memory Wall: Implications of the Obvious” they described the problem this way:
We all know that the rate of improvement in microprocessor speed exceeds the rate of
improvement in DRAM memory speed – each is improving exponentially, but the exponent for
microprocessors is substantially larger than that for DRAMs. The difference between diverging
exponentials also grows exponentially; so, although the disparity between processor and
memory speed is already an issue, downstream someplace it will be a much bigger one.
Multicore CPUs may increase from the tens of cores to hundreds or more in the future. But the
CPU has reached its limit in terms of exploiting massive DLP due to the aforementioned
memory wall problem.
This has triggered the development of many-core GPUs with hundreds or more thin cores.
Both IA-32 and IA-64 instruction set architectures are built into commercial CPUs. Now, x-86
processors have been extended to serve HPC and HTC systems in some high-end server
processors.
Many RISC processors have been replaced with multicore x-86 processors and many-core
GPUs in the Top 500 systems. This trend indicates that x-86 upgrades will dominate in data
centers and supercomputers. The GPU also has been applied in large clusters to build
supercomputers.
In the future, the processor industry is also keen to develop asymmetric or heterogeneous chip
multiprocessors that can house both fat CPU cores and thin GPU cores on the same chip.
Copyright © 2012, Elsevier Inc. All rights reserved.
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5 Micro-architectures of CPUs

Each row represents the issue slots for a single execution cycle:
• A filled box indicates that the processor found an instruction to execute in that
issue slot on that cycle;
• An empty box denotes an unused slot.
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Multithreading Technology
Consider in Figure 1.6 the dispatch of five independent threads of
instructions to four pipelined data paths (functional units) in each of the
following five processor categories, from left to right:
• a four-issue superscalar processor,
• a fine-grain multithreaded processor,
• a coarse-grain multithreaded processor,
• a two-core CMP,
• a simultaneous multithreaded (SMT) processor.
The superscalar processor is single-threaded with four functional units.
Each of the three multithreaded processors is four-way multithreaded over
four functional data paths.
In the dual-core processor, assume two processing cores, each a singlethreaded two-way superscalar processor.

Copyright © 2012, Elsevier Inc. All rights reserved.
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GPU Computing to Exascale and Beyond
• A GPU is a graphics coprocessor or accelerator mounted on a computer’s
graphics card or video card.
• A GPU offloads the CPU from tedious graphics tasks in video editing applications.
The world’s first GPU, the GeForce 256, was marketed by NVIDIA in 1999.
• These GPU chips can process a minimum of 10 million polygons per second,
and are used in nearly every computer on the market today.
• Some GPU features were also integrated into certain CPUs. Traditional CPUs are
structured with only a few cores.
• For example, the Xeon X5670 CPU has six cores. However, a modern GPU chip
can be built with hundreds of processing cores.
• Unlike CPUs, GPUs have a throughput architecture that exploits massive
parallelism by executing many concurrent threads slowly, instead of
executing a single long thread in a conventional microprocessor very
quickly.
• Lately, parallel GPUs or GPU clusters have been garnering a lot of attention
against the use of CPUs with limited parallelism.
• General-purpose computing on GPUs, known as GPGPUs, have appeared in the
HPC field
Copyright © 2012, Elsevier Inc. All rights reserved.

30

GPU Computing to Exascale and Beyond
• Early GPUs functioned as coprocessors attached to the CPU. Today, the NVIDIA
GPU has been upgraded to 128 cores on a single chip.
• Furthermore, each core on a GPU can handle eight threads of instructions. This
translates to having up to 1,024 threads executed concurrently on a single GPU.
This is true massive parallelism, compared to only a few threads that can be
handled by a conventional CPU.
• The CPU is optimized for latency caches, while the GPU is optimized to deliver
much higher throughput with explicit management of on-chip memory.
• Modern GPUs are not restricted to accelerated graphics or video coding. They are
used in HPC systems to power supercomputers with massive parallelism at
multicore and multithreading levels.
• GPUs are designed to handle large numbers of floating-point operations in
parallel. In a way, the GPU offloads the CPU from all data-intensive
calculations, not just those that are related to video processing.
• Conventional GPUs are widely used in mobile phones, game consoles,
embedded systems, PCs, and servers.
• The NVIDIA CUDA Tesla or Fermi is used in GPU clusters or in HPC systems for
parallel processing of massive floating-pointing data.
Copyright © 2012, Elsevier Inc. All rights reserved.
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Architecture of A Many-Core
Multiprocessor GPU interacting
with a CPU Processor

The use of a GPU along with a CPU for massively parallel execution in hundreds or
thousands of processing cores.

Copyright © 2012, Elsevier Inc. All rights reserved.
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Architecture of A Many-Core
Multiprocessor GPU interacting
with a CPU Processor
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GPU Programming Model
• The Figure shows the interaction between a CPU and GPU in
performing parallel execution of floating-point operations,
concurrently.
• The CPU is the conventional multicore processor with limited
parallelism to exploit. The GPU has a many-core architecture that
has hundreds of simple processing cores organized as
multiprocessors.
• Each core can have one or more threads. Essentially, the CPU’s
floating-point kernel computation role is largely offloaded to the
many-core GPU.
• The CPU instructs the GPU to perform massive data processing. The
bandwidth must be matched between the on-board main memory
and the on-chip GPU memory.
• This process is carried out in NVIDIA’s CUDA programming using
the GeForce 8800 or Tesla, and Fermi GPUs.
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NVIDIA Fermi GPU
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Power Efficiency of the GPU

The GPU performance (middle line, measured 5 Gflops/W/core in 2011), compared with the lower
CPU performance (lower line measured 0.8 Gflops/W/core in 2011) and the estimated 60
Gflops/W/core performance in 2011 for the Exascale (EF in upper curve) in the future.

Bottom – CPU - 0.8 Gflops/W/Core (2011)
Middle – GPU - 5 Gflops/W/Core (2011)
Top - EF – Exascale computing (10^18 Flops)
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Power Efficiency of the GPU
•
•

•

•
•
•
•
•

•

Bill Dally of Stanford University considers power and massive parallelism as the major
benefits of GPUs over CPUs for the future.
By extrapolating current technology and computer architecture, it was estimated that 60
Gflops/watt per core is needed to run an exaflops system. Power constrains what we can put
in a CPU or GPU chip.
Dally has estimated that the CPU chip consumes about 2 nJ/instruction
(nanojules/instruction),
while
the
GPU
chip
requires
200
pJ/instruction
(picojules/instruction), which is 1/10 less than that of the CPU.
The CPU is optimized for latency in caches and memory, while the GPU is optimized for
throughput with explicit management of on-chip memory.
Figure 1.9 compares the CPU and GPU in their performance/power ratio measured in
Gflops/watt per core.
In 2010, the GPU had a value of 5 Gflops/watt at the core level, compared with less than 1
Gflop/watt per CPU core.
This may limit the scaling of future supercomputers. However, the GPUs may close the gap
with the CPUs.
Data movement dominates power consumption. One needs to optimize the storage hierarchy
and tailor the memory to the applications. We need to promote self-aware OS and runtime
support and build locality-aware compilers and auto-tuners for GPU-based MPPs.
This implies that both power and software are the real challenges in future parallel and
distributed computing systems.
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Improvement in memory and disk technologies over 33 years. The Seagate
Barracuda XT disk has a capacity of 3 TB in 2011.
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Memory, Storage, and Wide-Area Networking
Memory Technology
• The upper curve in Figure 1.10 plots the growth of DRAM chip
capacity from 16 KB in 1976 to 64 GB in 2011. This shows that
memory chips have experienced a 4x increase in capacity every
three years.
• Memory access time did not improve much in the past. In fact, the
memory wall problem is getting worse as the processor gets faster.
For hard drives, capacity increased from 260 MB in 1981 to 250 GB
in 2004. The Seagate Barracuda XT hard drive reached 3 TB in 2011.
This represents an approximately 10x increase in capacity every
eight years.
• The capacity increase of disk arrays will be even greater in the years
to come. Faster processor speed and larger memory capacity result
in a wider gap between processors and memory. The memory wall
may become even worse a problem limiting the CPU performance
in the future.
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Memory, Storage, and Wide-Area Networking
Disks and Storage Technology
•

Beyond 2011, disks or disk arrays have exceeded 3 TB in capacity. The lower curve in Figure
1.10 shows the disk storage growth in 7 orders of magnitude in 33 years.

•

The rapid growth of flash memory and solid-state drives (SSDs) also impacts the future of
HPC and HTC systems. The mortality rate of SSD is not bad at all.

•

A typical SSD can handle 300,000 to 1 million write cycles per block. So the SSD can last for
several years, even under conditions of heavy write usage. Flash and SSD will demonstrate
impressive speedups in many applications.

•

Eventually, power consumption, cooling, and packaging will limit large system development.
Power increases linearly with respect to clock frequency and quadratic ally with respect to
voltage applied on chips. Clock rate cannot be increased indefinitely. Lowered voltage
supplies are very much in demand.

•

Jim Gray once said in an invited talk at the University of Southern California, “Tape units are
dead, disks are tape units, flashes are disks, and memory are caches now.” This clearly paints
the future for disk and storage technology. In 2011, the SSDs are still too expensive to replace
stable disk arrays in the storage market.
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System-Area Interconnects
• The nodes in small clusters are mostly interconnected by an
Ethernet switch or a local area network (LAN).
• LAN typically is used to connect client hosts to big servers.
• A storage area network (SAN) connects servers to network
storage such as disk arrays.
• Network attached storage (NAS) connects client hosts directly
to the disk arrays.
• All three types of networks often appear in a large cluster
built with commercial network components.
• If no large distributed storage is shared, a small cluster could
be built with a multiport Gigabit Ethernet switch plus copper
cables to link the end machines.
• All three types of networks are commercially available.
41

Interconnection Networks
• SAN (storage area network) - connects servers with disk arrays
• LAN (local area network) – connects clients, hosts, and servers
• NAS (network attached storage) – connects clients with large storage
systems

Three interconnection networks for connecting servers, client hosts, and storage devices; the LAN connects
client hosts and servers, the SAN connects servers with disk arrays, and the NAS connects clients with
large storage systems in the network environment
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Virtual Machines and Virtualization Middleware
• A conventional computer has a single OS image. This offers a rigid architecture
that tightly couples application software to a specific hardware platform.
• Some software running well on one machine may not be executable on
another platform with a different instruction set under a fixed OS.
• Virtual machines (VMs) offer novel solutions to underutilized resources,
application inflexibility, software manageability, and security concerns in
existing physical machines.
• Today, to build large clusters, grids, and clouds, we need to access large
amounts of computing, storage, and networking resources in a virtualized
manner.
• We need to aggregate those resources, and hopefully, offer a single system
image (SSI). In particular, a cloud of provisioned resources must rely on
virtualization of processors, memory, and I/O facilities dynamically.
• We will cover virtualization in Chapter 3. However, the basic concepts of
virtualized resources, such as VMs, virtual storage, and virtual networking and
their virtualization software or middleware, need to be introduced first.
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Virtual Machines
• Eliminate real machine constraint
– Increases portability and flexibility

• Virtual machine adds software to a physical
machine to give it the appearance of a different
platform or multiple platforms.
• Benefits
–
–
–
–

Cross platform compatibility
Increase Security
Enhance Performance
Simplify software migration
44

Initial Hardware Model

•

All applications access hardware resources (i.e.
memory, i/o) through system calls to operating system
(privileged instructions)

•

Advantages
– Design is decoupled (i.e. OS people can develop OS
separate of Hardware people developing hardware)
– Hardware and software can be upgraded without
notifying the Application programs

•

Disadvantage
– Application compiled on one ISA will not run on another
ISA..
• Applications compiled for Mac use different operating
system calls then application designed for windows.

– ISA’s must support old software
• Can often be inhibiting in terms of performance

– Since software is developed separately from hardware…
Software is not necessarily optimized for hardware.
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Virtual Machine Basics
• Virtual software placed between
underlying machine and
conventional software
– Conventional software sees
different ISA from the one
supported by the hardware

• Virtualization process involves:
– Mapping of virtual resources
(registers and memory) to real
hardware resources
– Using real machine instructions to
carry out the actions specified by
the virtual machine instructions
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Virtual Machines and Virtualization Middleware

Three VM architectures in (b), (c), and (d), compared with the traditional physical machine shown in (a).
(Courtesy of M. Abde-Majeed and S. Kulkarni, 2009 USC)
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Virtual Machines
•

•

•

In Figure 1.12, the host machine is equipped with the physical hardware, as shown at
the bottom of the figure. An example is an x-86 architecture desktop running its
installed Windows OS, as shown in part (a) of the figure. The VM can be provisioned for
any hardware system. The VM is built with virtual resources managed by a guest OS to
run a specific application. Between the VMs and the host platform, one needs to
deploy a middleware layer called a virtual machine monitor (VMM).
Figure 1.12(b) shows a native VM installed with the use of a VMM called a hypervisor in
privileged mode. For example, the hardware has x-86 architecture running the
Windows system. The guest OS could be a Linux system and the hypervisor is the XEN
system developed at Cambridge University. This hypervisor approach is also called
bare-metal VM, because the hypervisor handles the bare hardware (CPU, memory, and
I/O) directly. Another architecture is the host VM shown in Figure 1.12(c). Here the
VMM runs in non-privileged mode. The host OS need not be modified.
The VM can also be implemented with a dual mode, as shown in Figure 1.12(d). Part of
the VMM runs at the user level and another part runs at the supervisor level. In this
case, the host OS may have to be modified to some extent. Multiple VMs can be ported
to a given hardware system to support the virtualization process. The VM approach
offers hardware independence of the OS and applications. The user application running
on its dedicated OS could be bundled together as a virtual appliance that can be ported
to any hardware platform. The VM could run on an OS different from that of the host
computer.
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VM Primitive Operations
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VM Primitive Operations
•

•
•
•
•
•

The VMM provides the VM abstraction to the guest OS. With full virtualization, the
VMM exports a VM abstraction identical to the physical machine so that a standard OS
such as Windows 2000 or Linux can run just as it would on the physical hardware. Lowlevel VMM operations are indicated by Mendel Rosenblum [41] and illustrated in Figure
1.13.
First, the VMs can be multiplexed between hardware machines, as shown in Figure
1.13(a).
Second, a VM can be suspended and stored in stable storage, as shown in Figure
1.13(b).
Third, a suspended VM can be resumed or provisioned to a new hardware platform, as
shown in Figure 1.13(c).
Finally, a VM can be migrated from one hardware platform to another, as shown in
Figure 1.13(d).
These VM operations enable a VM to be provisioned to any available hardware
platform. They also enable flexibility in porting distributed application executions.
Furthermore, the VM approach will significantly enhance the utilization of server
resources. Multiple server functions can be consolidated on the same hardware
platform to achieve higher system efficiency. This will eliminate server sprawl via
deployment of systems as VMs, which move transparency to the shared hardware. With
this approach, VMware claimed that server utilization could be increased from its
current 5–15 percent to 60–80 percent.
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Virtual Infrastructures
• Physical resources for compute, storage, and networking at the
bottom of the Figure are mapped to the needy applications
embedded in various VMs at the top. Hardware and software are then
separated.
• Virtual infrastructure is what connects resources to distributed
applications. It is a dynamic mapping of system resources to specific
applications. The result is decreased costs and increased efficiency
and responsiveness.
• Virtualization for server consolidation and containment is a good
example of this. We will discuss VMs and virtualization support in
Chapter 3.
• Virtualization support for clusters, clouds, and grids is covered in
Chapters 3, 4, and 7, respectively.
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Virtual Infrastructures

Growth and cost breakdown of data centers over the years.
IDC Report 2009
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Data Center Virtualization for Cloud Computing
• In this section, we discuss basic architecture and design
considerations of data centers.
• Cloud architecture is built with commodity hardware and
network devices. Almost all cloud platforms choose the
popular x86 processors. Low-cost terabyte disks and Gigabit
Ethernet are used to build data centers.
• Data center design emphasizes the performance/price ratio
over speed performance alone. In other words, storage and
energy efficiency are more important than shear speed
performance.
• Figure 1.13 shows the server growth and cost breakdown of
data centers over the past 15 years. Worldwide, about 43
million servers are in use as of 2010. The cost of utilities
exceeds the cost of hardware after three years.

53

Data Center Growth and Cost Breakdown
• A large data center may be built with thousands of servers.
• Smaller data centers are typically built with hundreds of servers.
The cost to build and maintain data center servers has increased
over the years.
• According to a 2009 IDC report (see Figure 1.14), typically only 30
percent of data center costs goes toward purchasing IT equipment
(such as servers and disks), 33 percent is attributed to the chiller, 18
percent to the uninterruptible power supply (UPS), 9 percent to
computer room air conditioning (CRAC), and the remaining 7
percent to power distribution, lighting, and transformer costs.
• Thus, about 60 percent of the cost to run a data center is allocated
to management and maintenance.
• The server purchase cost did not increase much with time. The cost
of electricity and cooling did increase from 5 percent to 14 percent
in 15 years.
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Convergence of Technologies

(Courtesy of Judy Qiu, Indiana University, 2011)
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Convergence of Technologies
Essentially, cloud computing is enabled by the convergence of technologies in four areas:
• (1) hardware virtualization and multi-core chips,
• (2) utility and grid computing,
• (3) SOA, Web 2.0, and WS mashups, and
• (4) Autonomic computing and data center automation.
• Hardware virtualization and multicore-chips enable the existence of dynamic
configurations in the cloud. Utility and grid computing technologies lay the necessary
foundation for computing clouds. Recent advances in SOA, Web 2.0, and mashups of
platforms are pushing the cloud another step forward. Finally, achievements in
autonomic computing and automated data center operations contribute to the rise of
cloud computing.
• Jim Gray once posted the following question: “Science faces a data deluge. How to
manage and analyze information?” This implies that science and our society face the
same challenge of data deluge. Data comes from sensors, lab experiments,
simulations, individual archives, and the web in all scales and formats. Preservation,
movement, and access of massive data sets require generic tools supporting highperformance, scalable file systems, databases, algorithms, workflows, and
visualization. With science becoming data-centric, a new paradigm of scientific
discovery is becoming based on data-intensive technologies.
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Convergence of Technologies
•

•

•

•

•

By linking computer science and technologies with scientists, a spectrum of e-science
or e-research applications in biology, chemistry, physics, the social sciences, and the
humanities has generated new insights from interdisciplinary activities.
Cloud computing is a transformative approach as it promises much more than a data
center model. It fundamentally changes how we interact with information. The cloud
provides services on demand at the infrastructure, platform, or software level.
At the platform level, MapReduce offers a new programming model that transparently
handles data parallelism with natural fault tolerance capability. We will discuss
MapReduce in more detail in Chapter 6. Iterative MapReduce extends MapReduce to
support a broader range of data mining algorithms commonly used in scientific
applications.
The cloud runs on an extremely large cluster of commodity computers. Internal to each
cluster node, multithreading is practiced with a large number of cores in many-core
GPU clusters.
Data-intensive science, cloud computing, and multicore computing are converging and
revolutionizing the next generation of computing in architectural design and
programming challenges. They enable the pipeline: Data becomes information and
knowledge, and in turn becomes machine wisdom as desired in SOA.
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SYSTEM MODELS FOR DISTRIBUTED AND CLOUD COMPUTING
•

•
•

•
•

•

Distributed and cloud computing systems are built over a large number of autonomous
computer nodes. These node machines are interconnected by SANs, LANs, or WANs in a
hierarchical manner. With today’s networking technology, a few LAN switches can easily connect
hundreds of machines as a working cluster. A WAN can connect many local clusters to form a
very large cluster of clusters. In this sense, one can build a massive system with millions of
computers connected to edge networks.
Massive systems are considered highly scalable, and can reach web-scale connectivity, either
physically or logically. In Table 1.2, massive systems are classified into four groups: 1) clusters, 2)
P2P networks, 3) computing grids, and 4) Internet clouds over huge data centers.
In terms of node number, these four system classes may involve hundreds, thousands, or even
millions of computers as participating nodes. These machines work collectively, cooperatively, or
collaboratively at various levels. The table entries characterize these four system classes in
various technical and application aspects.
From the application perspective, clusters are most popular in supercomputing applications. In
2009, 417 of the Top 500 supercomputers were built with cluster architecture. It is fair to say
that clusters have laid the necessary foundation for building large-scale grids and clouds.
P2P networks appeal most to business applications. However, the content industry was
reluctant to accept P2P technology for lack of copyright protection in ad hoc networks. Many
national grids built in the past decade were underutilized for lack of reliable middleware or wellcoded applications.
Potential advantages of cloud computing include its low cost and simplicity for both providers
and users.
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Clusters of Cooperative Computers
• A computing cluster consists of interconnected stand-alone computers
which work cooperatively as a single integrated computing resource. In
the past, clustered computer systems have demonstrated impressive
results in handling heavy workloads with large data sets.

A cluster of servers interconnected by a high-bandwidth SAN or LAN with shared I/O devices and
disk arrays; the cluster acts as a single computer attached to the Internet.
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Cluster Architecture
• Figure 1.15 shows the architecture of a typical server cluster built
around a low-latency, high-bandwidth interconnection network.
• This network can be as simple as a SAN (e.g., Myrinet) or a LAN (e.g.,
Ethernet). To build a larger cluster with more nodes, the
interconnection network can be built with multiple levels of Gigabit
Ethernet, Myrinet, or InfiniBand switches.
• Through hierarchical construction using a SAN, LAN, or WAN, one can
build scalable clusters with an increasing number of nodes. The cluster
is connected to the Internet via a virtual private network (VPN)
gateway.
• The gateway IP address locates the cluster. The system image of a
computer is decided by the way the OS manages the shared cluster
resources. Most clusters have loosely coupled node computers.
• All resources of a server node are managed by their own OS. Thus,
most clusters have multiple system images as a result of having many
autonomous nodes under different OS control.
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Single-System Image (SSI)
• Greg Pfister [38] has indicated that an ideal cluster should merge
multiple system images into a single-system image (SSI).
• Cluster designers desire a cluster operating system or some
middleware to support SSI at various levels, including the sharing
of CPUs, memory, and I/O across all cluster nodes.
• An SSI is an illusion created by software or hardware that
presents a collection of resources as one integrated, powerful
resource.
• SSI makes the cluster appear like a single machine to the user.
• A cluster with multiple system images is nothing but a collection
of independent computers.
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Hardware, Software, and Middleware Support
•
•
•
•

•

•

•

In Chapter 2, we will discuss cluster design principles for both small and large
clusters.
We will discuss virtual clusters in Chapter 3 and the use of virtual clusters for cloud
computing in Chapters 4, 5, 6, and 9.
Clusters exploring massive parallelism are commonly known as MPPs.
Almost all HPC clusters in the Top 500 list are also MPPs. The building blocks are
computer nodes (PCs, workstations, servers, or SMP), special communication
software such as PVM or MPI, and a network interface card in each computer node.
Most clusters run under the Linux OS. The computer nodes are interconnected by a
high-bandwidth network (such as Gigabit Ethernet, Myrinet, InfiniBand, etc.).
Special cluster middleware supports are needed to create SSI or high availability
(HA). Both sequential and parallel applications can run on the cluster, and special
parallel environments are needed to facilitate use of the cluster resources. For
example, distributed memory has multiple images.
Users may want all distributed memory to be shared by all servers by forming
distributed shared memory (DSM). Many SSI features are expensive or difficult to
achieve at various cluster operational levels. Instead of achieving SSI, many clusters
are loosely coupled machines.
Using virtualization, one can build many virtual clusters dynamically, upon user
demand.
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Major Cluster Design Issues
• Unfortunately, a cluster-wide OS for complete resource sharing is
not available yet.
• Middleware or OS extensions were developed at the user space to
achieve SSI at selected functional levels.
• Without this middleware, cluster nodes cannot work together
effectively to achieve cooperative computing.
• The software environments and applications must rely on the
middleware to achieve high performance.
• The cluster benefits come from scalable performance, efficient
message passing, high system availability, seamless fault
tolerance, and cluster-wide job management.
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Grid Computing Infrastructures
• In the past 30 years, users have experienced a natural growth path
from Internet to web and grid computing services.
• Internet services such as the Telnet command enables a local
computer to connect to a remote computer.
• A web service such as HTTP enables remote access of remote web
pages.
• Grid computing is envisioned to allow close interaction among
applications running on distant computers simultaneously.
• Forbes Magazine has projected the global growth of the IT-based
economy from $1 trillion in 2001 to $20 trillion by 2015.
• The evolution from Internet to web and grid services is certainly
playing a major role in this growth.
• TeraGrid in US, EGEE in Europe, and ChinaGrid in China for various
distributed scientific grid applications.
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Computational or Data Grid
• Like an electric utility power grid, a computing grid offers an
infrastructure that couples computers, software/middleware, special
instruments, and people and sensors together. The grid is often
constructed across LAN, WAN, or Internet backbone networks at a
regional, national, or global scale.
• Enterprises or organizations present grids as integrated computing
resources. They can also be viewed as virtual platforms to support
virtual organizations. The computers used in a grid are primarily
workstations, servers, clusters, and supercomputers. Personal
computers, laptops, and PDAs can be used as access devices to a
grid system.
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Computational or Data Grid

Figure 1.16 shows an example computational grid built over multiple resource
sites owned by different organizations. The resource sites offer complementary
computing resources, including workstations, large servers, a mesh of
processors, and Linux clusters to satisfy a chain of computational needs.
The grid is built across various IP broadband networks including LANs and
WANs already used by enterprises or organizations over the Internet. The grid is
presented to users as an integrated resource pool as shown in the upper half of
the figure.
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A Typical Computational Grid
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Peer-to-Peer (P2P) Network
• An example of a well-established distributed system is the client-server
architecture.
• In this scenario, client machines (PCs and workstations) are connected to a
central server for compute, e-mail, file access, and database applications.
• The P2P architecture offers a distributed model of networked systems.
• First, a P2P network is client-oriented instead of server-oriented.
• In this section, P2P systems are introduced at the physical level and overlay
networks at the logical level.
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Peer-to-Peer (P2P) Network
• In a P2P system, every node acts as both a client and a server, providing part
of the system resources.
• Peer machines are simply client computers connected to the Internet. All
client machines act autonomously to join or leave the system freely.
• This implies that no master-slave relationship exists among the peers.
• No central coordination or central database is needed. In other words, no
peer machine has a global view of the entire P2P system. The system is selforganizing with distributed control.
• Figure 1.17 shows the architecture of a P2P network at two abstraction
levels. Initially, the peers are totally unrelated.
• Each peer machine joins or leaves the P2P network voluntarily. Only the
participating peers form the physical network at any time.
• Unlike the cluster or grid, a P2P network does not use a dedicated
interconnection network. The physical network is simply an ad hoc network
formed at various Internet domains randomly using the TCP/IP and NAI
protocols.
• Thus, the physical network varies in size and topology dynamically due to
the free membership in the P2P network.
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Peer-to-Peer (P2P) Network

Overlay network - computer network built on top of another network.
• Nodes in the overlay can be thought of as being connected by virtual or logical
links, each of which corresponds to a path, perhaps through many physical links, in
the underlying network.
• For example, distributed systems such as cloud computing, peer-to-peer networks,
and client-server applications are overlay networks because their nodes run on top
of the Internet.
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SYSTEM MODELS FOR DISTRIBUTED AND CLOUD COMPUTING

72

Cloud Computing over the Internet
•
•

•
•

•
•
•

Gordon Bell, Jim Gray, and Alex Szalay [5] have advocated:
“Computational science is changing to be data-intensive. Supercomputers must be
balanced systems, not just CPU farms but also petascale I/O and networking arrays.” In
the future, working with large data sets will typically mean sending the computations
(programs) to the data, rather than copying the data to the workstations.
This reflects the trend in IT of moving computing and data from desktops to large data
centers, where there is on-demand provision of software, hardware, and data as a
service.
This data explosion has promoted the idea of cloud computing. Cloud computing has
been defined differently by many users and designers. For example, IBM, a major player
in cloud computing, has defined it as follows: “A cloud is a pool of virtualized computer
resources. A cloud can host a variety of different workloads, including batch-style
backend jobs and interactive and user-facing applications.”
Based on this definition, a cloud allows workloads to be deployed and scaled out quickly
through rapid provisioning of virtual or physical machines.
The cloud supports redundant, self-recovering, highly scalable programming models that
allow workloads to recover from many unavoidable hardware/software failures.
Finally, the cloud system should be able to monitor resource use in real time to enable
rebalancing of allocations when needed.
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Internet Clouds
•
•
•
•
•

Cloud computing applies a virtualized platform with elastic resources on demand by
provisioning hardware, software, and data sets dynamically (see Figure 1.18).
The idea is to move desktop computing to a service-oriented platform using server
clusters and huge databases at data centers.
Cloud computing leverages its low cost and simplicity to benefit both users and providers.
Machine virtualization has enabled such cost-effectiveness.
Cloud computing intends to satisfy many user applications simultaneously.
Some computer users think of the cloud as a centralized resource pool. Others consider
the cloud to be a server cluster which practices distributed computing over all the servers
used.
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The Cloud Landscape
•
•
•
•

Traditionally, a distributed computing system tends to be owned and operated by an autonomous
administrative domain (e.g., a research laboratory or company) for on-premises computing needs.
However, these traditional systems have encountered several performance bottlenecks: constant
system maintenance, poor utilization, and increasing costs associated with hardware/software
upgrades.
Cloud computing as an on-demand computing paradigm resolves or relieves us from these problems.
Figure 1.19 depicts the cloud landscape and major cloud players, based on three cloud service
models.
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The Cloud Landscape
Internet clouds offer four deployment modes: private, public, managed, and hybrid
[11]. Advantages of cloud computing have been advocated by many IT experts,
industry leaders, and computer science researchers.
The following list highlights eight reasons to adapt the cloud for upgraded Internet
applications and web services:
1. Desired location in areas with protected space and higher energy efficiency
2. Sharing of peak-load capacity among a large pool of users, improving overall utilization
3. Separation of infrastructure maintenance duties from domain-specific application
development
4. Significant reduction in cloud computing cost, compared with traditional computing
paradigms
5. Cloud computing programming and application development
6. Service and data discovery and content/service distribution
7. Privacy, security, copyright, and reliability issues
8. Service agreements, business models, and pricing policies
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Cloud Service Models (1)
Infrastructure as a service (IaaS)
• Most basic cloud service model
• Cloud providers offer computers, as physical or more often as virtual
machines, and other resources.
• Virtual machines are run as guests by a hypervisor, such as Xen or KVM.
• Cloud users deploy their applications by then installing operating system
images on the machines as well as their application software.
• Cloud providers typically bill IaaS services on a utility computing basis, that
is, cost will reflect the amount of resources allocated and consumed.
• Examples of IaaS include: Amazon CloudFormation (and underlying services
such as Amazon EC2), Rackspace Cloud, Terremark, and Google Compute
Engine.
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Cloud Service Models (2)

Platform as a service (PaaS)
• Cloud providers deliver a computing platform typically
including operating system, programming language execution
environment, database, and web server.
• Application developers develop and run their software on a
cloud platform without the cost and complexity of buying and
managing the underlying hardware and software layers.
• Examples of PaaS include: Amazon Elastic Beanstalk, Cloud
Foundry, Heroku, Force.com, EngineYard, Mendix, Google App
Engine, Microsoft Azure and OrangeScape.
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Cloud Service Models (3)

Software as a service (SaaS)
• Cloud providers install and operate application software in the
cloud and cloud users access the software from cloud clients.
• The pricing model for SaaS applications is typically a monthly or
yearly flat fee per user, so price is scalable and adjustable if
users are added or removed at any point.
• Examples of SaaS include: Google Apps, innkeypos, Quickbooks
Online, Limelight Video Platform, Salesforce.com, and
Microsoft Office 365.
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Service-oriented architecture (SOA)
• SOA is an evolution of distributed computing based on the
request/reply design paradigm for synchronous and
asynchronous applications.
• An application's business logic or individual functions are
modularized and presented as services for consumer/client
applications.
• Key to these services - their loosely coupled nature;
– i.e., the service interface is independent of the implementation.

• Application developers or system integrators can build
applications by composing one or more services without
knowing the services' underlying implementations.
– For example, a service can be implemented either in .Net or J2EE, and
the application consuming the service can be on a different platform or
language.
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SOA key characteristics:
•

SOA services have self-describing interfaces in platform-independent XML
documents.
– Web Services Description Language (WSDL) is the standard used to describe the services.

•

SOA services communicate with messages formally defined via XML Schema (also
called XSD).
– Communication among consumers and providers or services typically happens in
heterogeneous environments, with little or no knowledge about the provider.
– Messages between services can be viewed as key business documents processed in an
enterprise.

•

SOA services are maintained in the enterprise by a registry that acts as a directory
listing.
– Applications can look up the services in the registry and invoke the service.
– Universal Description, Definition, and Integration (UDDI) is the standard used for service
registry.

•

Each SOA service has a quality of service (QoS) associated with it.
– Some of the key QoS elements are security requirements, such as authentication and
authorization, reliable messaging, and policies regarding who can invoke services.
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Layered Architecture for Web Services
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Cloud Computing Challenges:
Dealing with too many issues (Courtesy of R. Buyya)
Scalability

Reliability
Billing

Utility & Risk
Management

Software Eng.
Complexity
Programming Env.
& Application Dev.
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The Internet of Things (IoT)

Smart
Earth:
An
IBM
Dream

Internet of
Things
Smart Earth
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Transparent Cloud Computing Environment

Separates user data, application, OS, and space – good for
cloud computing.
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Parallel and Distributed Programming
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Grid Standards and Middleware :

Copyright © 2012, Elsevier Inc. All rights reserved.

88

1 - 88

Dimensions of Scalability
• Size – increasing performance by increasing
machine size
• Software – upgrade to OS, libraries, new apps.
• Application – matching problem size with
machine size
• Technology – adapting system to new
technologies
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System Scalability vs. OS Multiplicity

Copyright © 2012, Elsevier Inc. All rights reserved.

90

1 - 90

System Availability vs. Configuration Size :
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Operational Layers of Distributed Computing System
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Security: System Attacks and Network Threads
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